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Abstract

Many universitiestoday have moved their term registration proceduresonto the Internet
in an attempt to make the time-honoredprocesseasierfor everyoneinvolved. This move
onto the World Wide Web opensup a plethora of possibilities for university-sponsored
and unozxcial web-basedapplications to assiststuderts in their navigation through the
registration maze. This paper discusseshe history and analyzesthe technical foundations
of one such application deployed at California Polytechnic State University, San Luis
Obispo for over three years: the Cal Poly Robot-Assisted Scheduling Helper (CRASH).

Web application design,reverseengineering,distributed systemdesign,application load
managemet) security design,and releasemanagemet were all issuesthat required the
lead deweloper's attention during the design and implemertation of the CRASH web
application, which assistedover 40% of the Cal Poly studert body during its \ rst"
lifetime. The paper endswith a discussionof the future directions of CRASH, technical
recommendationsfor cortinued dewelopmen, lessondearnedby the sole deweloper, and
project/organizational recommendationdor CRASH's cortinued success.
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1 INTRODUCTION

1 Intro duction

Today's software engineeringlandscage is littered with the carcassef failed projects.
Now infamousprojects, sud asthe State of California’'s 1987DMV Automation project|
costing taxpayersa \mere" $45million and six yearsbeforeit was canceled[Sta99|and
the London Stock Exchange's1993Taurus project|costing, by a consenative estimate,
$400 million and elewen dewelopmen years before it, too, was canceled[Dru96]|are
illustrativ e of the monetary and temporal budget overruns that have becomea common
and sadreality of software developmern; and the previousexamplesare far from isolated.
An oft-cited 1995 Standish Group study [Sta95] reported a staggering84% of software
projects end suboptimally, either slipping their budgetsor decreasingeatures;often, both
tactics were employed just to complete a shipping product. This, howeer, is the story
of a software project that fell into the other 16%; a project which owesits good fortune
to many engineeringhours, a host of inter-organizational lessonslearned the hard way,
seasonedvith a healthy doseof personaland professionalre®ection, and just a little bit
of old-fashionedluck.

The Cal Poly Robot-A ssistedScheduling H elper, or CRASH asit becameknown to
studerts and faculty at California Polytechnic State University's SanLuis Obispo campus,
was a software project born of a needto assiststuderts in registeringfor courses.In its
‘rst three yearsof developmen, the project sav four major, functional release®f a stable
distributed web application. In elewen academicquarters of operation, the application
supported over 7,100Cal Poly studert usersand handled almost 39,000distinct requests
via eleven million interactions with Cal Poly's registration system.

This paper exploresthe technical foundations of and problemssolved by CRASH and
analyzesthe dewelopmert history of its four releases.lt also examinesthe saciopolitical
issuesraisedby the corntinued developmern of a web application of this scope. As thereis
always room for improvemen, this paper concludesby suggestingchangesin developmen

platforms and approatesthe CRASH \team"|consisting of the author|w ould have
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taken, had it posseshistory asa guide to fully understandtechnical scope of the project

and the changesit would both live through and e®ectuateat Cal Poly.
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2 \Ancien t" History

2.1 Registration at Cal Poly

Registration at Cal Poly has always beenviewed by studerts with varying amourts of
frustration. This often dreadedtime at the beginningof eat quarter has17,000studerts
nervously copingwith a procedurethat cannotfully accommalate every studert's \p erfect
sthedule.”

\Registration rotations," begin anywhere from six to eight weeksprior to commence-
mert of the next quarter. Rotations are segmeted into three major partitions: priority,
general,and open registration. Priority registration is for certain studerts groups (dis-
abled studerts, athletes, studert governmen leaders,etc.); studerts are also given three
registration \priorities" to allow them accesgo this partition, to useanytime while at Cal
Poly. Twelve rotation groups,delineatedalphabetically, are usedin both the priority and
generalrotations. After the priority registration rotations end, the generalrotations be-
gin. During theserotation periods, accesdo the systemis limited to the currert rotation
group. After the grouped rotations end, there is two to four weeksof open registration
wherestuderts may freely add and drop coursesduring normal operating hours (7 am to
7 pm, Monday through Friday). CRASH operatesduring these open registration times
into the rst two weeksof every quarter.

Tednology has been used throughout the ewlution of Cal Poly's registration pro-
cess. As late as 1981, registration scheduleswere processedusing paper cards and an
IBM S/360 mainframe. After the mainframe era, Scartron forms were usedfor schedule
processingbut studerts were not even aware of their nal schedulesuntil a Prime-based
software systemmailed it to them weekslater. 1988saw the introduction of Cal Poly's
third-generation technology-basedregistration system, the Cal Poly Toudtone User
R egistration system,or CAPTURE, which runs on IBM RS/6000 systemsand connects

to the University's IBM S/390 mainframe. Studerts can still interact with the aging
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registration systemvia its mere forty-eight phonelines. Cryptic seriesof touch-tone key
sequencesre the interface ead studert had to learn to use CAPTURE, but it hasthe
marked advantage of notifying studerts of their nal scedulewhenthey hang up.

In May of 1998, Cal Poly's O+ce of AcademicRecords(OAR) beganwork on a new
World Wide Web-basedregistration system. In this fourth-generation system, studerns
would be able to requestspeci ¢ coursesand the systemwould automatically generate
sthedulesfor them basedupon courseavailability and other userpreferencesit would also
walk them through the actual registration process.The newsystemhad all the immediate
feedba& bene ts of the old CAPTURE system,and sported the new schedule preference
and generation features. Best of all, the system was Internet-basedand did not limit
accesgo forty-eight concurrert users. Continuing Cal Poly's pendant for cute acronyms,
the systemwas dubbed Poly Web R egistration or POWER.

POWER, whosespeci cation [Ngu99 andimplemertation [Weh99]wereseniorprojects
themseles,wasreleasedo a limited studert audience(Cal Poly's dorms) for beta testing
for the 1999Winter Quarter registration rotations. After a round of minor bug xes, ac-
cesswas openedto Cal Poly studerts from anywhereon the Internet for the 1999 Spring
Quarter rotations. By the Fall Quarter rotations that year, its usagehad surpassedCAP-
TURE's. Sincethat time, POWER has becomestuderts' primary registration tool and
the primary dewelopmern focus for OAR and its current maintainer, Information Ted-

nology Services(ITS).

2.2 Pro ject Beginnings

Over the years,varioustips and tricks of Cal Poly's registration rotation-trade have been
passeddown from classto class. How to save courseseatsfor friends, how to get a spot
in an impacted course, and the value of a signed permit slip are all part of the lore.
CRASH's nameis a nod to this fact: \crashing" a courseis a time-honored tradition

at most universities wherely studerts who are not yet enrolled in a courseattend it
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throughout the rst weeksof the term, hoping to grab a seatas other studerts drop.

Becauseof the harrowing nature of Cal Poly's registration process)\op enclasssearders”
have beenin existencefor quite sometime. When Cal Poly's College of Businessin-
troduced a gopher-basedinterface to class sdedule listings and availability, studerts
deweloped a myriad of programsto support the automated chedking of these lists and
noti cation of relevant coursestatus changes,typically by email; later programs added
noti cation by instant messagingand pager.

For the most part, these systemswere haphazardly created and implemerted, with
no formal speci cation, implemertation, or testing processes.Their userswere usually
engineeringmajors, often friends of the original creator. Only one other system, Ryan
Retting's ClassWatch [Ret01], becamewidely usedby the Cal Poly studert community.

In the spring of 1999, as newsof POWER's deployment spreadfrom campusto stu-
dents on internships, Computer Sciencestudert Philip Shuman, who had createdhis own
open classsearder, and | musedover what would be necessaryto extend the \op en class
searder” paradigm given this more standardized,current, and easily computer-parseable
view of the Cal Poly sthedule. Shuman issueda personal challenge, initially to seeif
| could reliably obtain a course'sstatus and log in to POWER via a programmatic,

command-lineinterface. CRASH was born.

2.3 Major Project Milestones

CRASH's history canbe split into v e distinct eras,marked by release®f the application:

1. Prototype: Pre-database,alpha-quality code marked by major architectural up-
heaval throughout the dewelopmert cycle;lacked core features,sud asrequestcan-

cellation and a completeuserinterface.

2. Version1.0: Initial public release;minimal userinterface,but all corefunctionality

existed.
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3. Version1.1: Conditional drop/add functionality and support for a fully distributed
badkend addedand 1.0 bugs xed.

4. Version 2.0: Formalized dewelopmen approad begins. Subsystemswere rewritten
with maintainability and extensibility in mind, code was modularized (physically
and logically), and moreformal processesvereemployedto increasecode and release

quality.

5. Version3.0: Built upon 2.0'sstability focusadding\enterprise” and POWER tratc

load-reductionfeaturesin preparation for the product's end-of-life.
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2.4 Project Timeline

The following table summarizesmportant CRASH milestonesover the eleven quartersit

operated:
Quarter(s) Deplo yed CVS Tag Release Focus
Version
Winter 2000 | Prototype crash-beta-1 Application functionality
Stable POWER parser/API
Spring 2000 1.0 crash-beta-5 Stable application architecture
Finding/ xing bugsin the prototype
Grabbing more than the prototype's two
Fall 2000 courses
Winter 2001 11 crashNG-beta-4 Addition of conditional drop/add
functionality
Addition of distributed badkend functionality
Minor user interface tweaks(mostly adding
Spring 2001 additional user instructions)
Fall 2001 crash EALL20012 Developmert of formal policies (C_:RASH run
Winter 2002 crashNG-RIP-BRANCH | dates, SID/PIN  policy, etc.) begins
Winter 2002 2.0 crash2-beta-1 Rewrite motivated by maintenanceand
scalability issues
Introduction of web application framework
modules for user authentication, session
Spring 2002 crash2-beta-2 handling, etc.
Fall 2002 Mitigation of load issuescreated by
Winter 2003 crash2-2 0 increaseduser-base
Spring 2003 3.0 crash-3 _O-FINAL_RELEASE 2 Documenation/main tenance push

Readdressload issues
Analysis done of necessarywork to make
CRASH \enterprise-worthy"

8CRASH 2.0 was deployed in January of the 2002 Winter registration rotations; the rst month of
CRASH's availabilit y during that rotation, however, used CRASH 1.1.

bThesetwo last 1.x-branch revisions were given di®erert tag namesbecausethey included bug “xes
found during work on CRASH 2.0, but asnoted in Section3.7, CRASH 2.0 wasnhot ready to be deployed
for the Fall, 2001registration rotations.

Table 1: CRASH Version& Deployment History
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3 Technical Foundations

During its lifetime, CRASH, both as a pieceof software and a project, dabbledin many
formal areasof computer science. The following describtes how CRASH speci cally ad-
dresseghoseareas,and coversthe problemsthey preserted during dewvelopmern and after

deploymert and how they were solved.

3.1 Requiremen ts Analysis & Speci cation

Given CRASH's apparert successijt may comeas a surprisethat a formal requiremerns
gathering and speci cation processwas newver conductedduring its developmer. In fact,
work started on CRASH beforel had even gonethrough Cal Poly's software engineering
sequencewhich provides coverageof sud topics.

The initial setof \requirements" were focusedon re-creatingthe functionality of Shu-
man's existing class.punk.net open classsearter, augmerned with other ideasShuman
and | had discussednformally. The resultsof CRASH's requiremerts gathering\pro cess"
boiled down to two vaguegoals:\it should do everything other open classsearters do"
and \it shouldusePOWER and do it all automatically.”

The few initial requiremerts wereimplied and general:
1. World Wide Web/browser-basedarchitecture

2. Support interacting with POWER, impersonatinga studert whennecessaryfor the
following activities:
(a) Reliably query coursestatus via POWER
(b) Login/out of POWER

(c) Add a coursevia POWER (initially , add a single lecture class;after this sta-

bilized, adding a coursewith co-requisites)
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(d) Reliably parseerror information provided by POWER and encapsulateit in a

suzciently expressie application programming interface (API)

3. \The application should be reasonably fast' and “secure™ (a common,and admit-

tedly vacuousrequiremert)

4. CRASH should provide \v alue" wherewer possibleto users(\v alue" looselyde ned

as\features that would woo studerts away from other open classsearters”)

5. CRASH should not interfere with or negatively impact POWER (I often expressed
this requiremert informally in CRASH's early days as\If CRASH crashesPOWER,

then I've screwed 17,000studerts instead of helping 2,500")

One POWER operation | consciouslychoseearly on not to implemert wasthe ability
to drop coursesfrom a sdhedule. This wasto limit the possibledamageCRASH might
accidertally doto auser'sshedulewhile the POWER API wasstill stabilizing; it waslater
decidedthat drop-coursefunctionality would not be reverseengineered,and CRASH's
POWER API newer supported it.

Other than these generalized\use case” (i.e. login/logout of POWER, etc.) and
implicit (i.e. should be \fast" and \secure," etc.) requiremerts, the architecture was
largely designedas the application cameinto existenceduring prototyping and matured
after the 1.0 release.This unmethaodical, speci cation-lacking developmern style necessi-
tated rewriting large portions of the code for the 2.0releasethis omissionand the rapidly
changingapplication designduring the 1.0implemertation createda tangled messof code
that was not robust or correct (in engineeringsenseof the terms) and was brittle and
unmaintainable. In many ways, the cleanerreleasesseenin the 2.0 branch are a direct
result of the many software engineeringlessond learnedduring the \training bootcamp”

that wasthe 1.x branch's dewelopmer.
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3.2 Web Application Design

\W eb application” is a term borne of the Internet \dot-com boom" of the late 1990s.
Beforethat era of fancy businessplans and unchedked verture capital, applications which
ran on the Internet were called what they were: commongateway interface (CGI) scripts.
Over a decadelater, \w eb applications,” including CRASH, still usethe sameCGl inter-
facethat hasexistedsincethe the WWW's beginning.

CGI provides a standardized interface for clients to submit browser form input to
\a program” residing on the sener. The speci cation is genericenoughto support an
application, written in any language, running on any operating environment the web
sener's operating system supports. Originally, C programs were common. Later, Perl
becamepopular, due to its inherert immunity to string-bu®erover°ows and its compar-
atively quick prototype and dewelopmern time. Java becamepopular in the form of Java
Servletsand Java Sener Pages(JSPs) around 2000. At the time, the emergenceof em-
beddedHTML languages,suc as Microsoft's Active Sener Pages(ASP) and the open
sourcePre-HTML Processor(PHP?Y), alsobeganto replacescripting languagescompiled
C/C++ programshave beenall but abandonedfor this purpose.

CRASH is written in Perl 5. This decisionwas madefor a number of reasons:

1. Perl had proven itself in the CGI space;Perl modules such asthe CGl.pmmodule
were mature, well-tested foundations to build CGI scripts upon; other platforms

(Java Servlets,PHP) lacked maturity.

2. Perl required no special operating environment, unlike Java Servlets;Perl was stan-
dard farefor Internet serviceproviders' (ISPs) web-hostingseners,allowing CRASH

to be deployed in more locations.

3. A known requiremert at the project's inception wasthe needto easily parsethou-

sandsof (POWER-generated)web pages. Perl excelsat parsing textual input and

IProject homepage:http://www.php.net

10
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supports regular expressionsas part of the languagesyntax.

4. Perl has many function calls familiar to any C deweloper, allowing applications
direct accesgo the operating systemand other lower-lewel services.| knew CRASH
would be doing more than just serving web pagesand comnunicating with other
web seners. This accesgo low-level functionality provided the °exibilit y to create

sener-only scripts for post-processingclearup and other non-web related tasks.

5. Perl's excellet module architecture, which allows direct accesgo C libraries, gives
it accessto a plethora of modules providing other functionality. This addressed
immediate needssud ascommunicating over securesocket layer (SSL) and database
accessbut was also an important considerationfor future functionality | did not

know CRASH would have to support.
6. I, asCRASH's initial (and sole)deweloper, was familiar with Perl.

7. The quick prototype-to-product dewelopmen processwhich Perl readily supports

was helpful in getting the project started quickly.

Despite the numerouschangesmadein eath CRASH release CRASH's overall archi-
tecture hasremainedconsisten, with a single Frontend for usersto accessa data-store
providing a communication channel between Frontend? and badcend, and one or more
Badkends to do the processingwork:

This overall architecture sered CRASH well for over three years with only minor
changes.\At a view of 30,000feet," asthe saying goes, not much has changedin three
yearsof dewelopmert.

One distinctive historical designelemen of CRASH is that unlike many other ap-

plications which interact with black-box, reverse engineeredsystems, CRASH's overall

2Frontend is capitalized to disambiguate referencesto CRASH's Frontend (seeFigure 1) and \fron-
tends" as a distributed systemsconcept
3Again, capitalization usedto refer speci cally to a CRASH Backend, not conceptual backends

11
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CRASH “Frontend”
CRASH
Request Backend(s)
POSt'pI‘OC&SSII'Ig crash-serv.pl
crash—sweeper.pl
CRASH
User Interface
Frontend gec;:tfillet.pl 4
crash-user—-engine.cgi e e R A O
ci‘:ash—logig .ogl . POWER
crash-newacct.cgil
crash-getlostpass.cgl
User Interface, FAQs, etc.
=

Figure 1: Simpli ed CRASH Architectural Diagram

designwas not directly a®ectedby the ndings of the POWER reverseengineeringe®ort
(discussedin the next section) or by POWER's design. The core elemens of the design
(a Frontend, a Backend, and a comnunications path/data-store) were decidedon before
the reverseengineeringe®ortwas even completed. This architecture was prompted by a
needto support the asyndironousnature of requesthandling: usershad to be ableto Te

requests24 hours a day without interfering with the processingof others' requests,and
the systemseemedto lend itself to a batch processingdesign. This suggestedseparate
user-facingand POWER-facing applications. Of course,these two applications had to

commnunicate with ead other and the use of a databasecornveniertly facilitated that.

Thosethree componerts are the core of CRASH's designand have persistedthroughout
its ertire life.

The reverseengineeringe®ort only a®ectedthis designinsofar as dictating the API
methods available to the application. This clear separationis probably becausethe ini-
tial stagesof the project were focusedon creating a POWER interaction module and
command-linetool to useand test that module, not on any surrounding technologies,nor

the resulting web application.

12
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3.3 Reverse Engineering

The ability for software to impersonatea studert and interact with POWER via its SSL
web interfaceis the foundation upon which all of CRASH's other featuresare built.

So-called\w eb services"|information delivery via a standardizedformat, sud asEx-
tensible Markup Language(XML), for usein another, external application|did not exist
as a conceptwhen CRASH was originally implemerted in 2000. Even today, Cal Poly
doesnot o®era web services-basedhterfaceto POWER. Thosewarnting to programati-
cally extract information and engagePOWER's featuresmust employ the time-honored
tradition of \screen scraping.” The Jargon File [Ray03], part of the New Hacker's Dic-
tionary, descrikesthe processas\an ugly, ad-hoc, last-resorttechnique that is very likely
to break on even minor changesto the format of the data being snocoped.” This is an
accuratedescription of the hoops| jumped through to get a POWER parserwritten.

This parserwasto exposea standard APl to handle connectingto POWER, \read-
ing" its output, extracting the requestedinformation, re-padkaging it with other related
information, suc asthe studert \user's" identi cation number (SID) and personaliden-
ti cation number (PIN), re-submit the padaged information to POWER to requesta
service(such ascourseregistration), and \read" the resulting nal output. In somecases,
the last step had to be repeateda number of times for multi-page actions, suc as condi-
tional drop/adds.

The initial reverseengineeringof POWER wascompletedduring the 2000Fall Quarter
registration rotations. Over the courseof three weeks,a trial-and-error method was used.
For eat requiredfunction in the API|originally  coursestatus, login, log out, and course
addition|w eb form variables (name/value pairs) were manually inspected by viewing
the pagesource. Multiple requestswere then madeto speci ¢ pagesto accessa speci ¢
POWER service;the output wasthen saved for further inspectionand o2ine dewelopmert
and testing againstthe parser. The processusingdi®erert test courseswasrepeateduntil

ead required POWER function could be accurately and reliably reproduced using the

13
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parser'sAPI and a command-lineutilit y. By the end of this processmy personalscdedule
had seena total of fty rapid successioraddsand drops for the sametwo courses.

In addition to providing the necessaryname/value pairs for the various POWER
pagesin the correctorder, this customparserhad to obtain, and provide with subsequen
requests,cookie information identifying the user. This added complexity to the parser:
not only wasit responsible for form variable managemenh and transactional (i.e. multi-
page)operations, now the parserhad to manageits own internal state, which e®ectiely
becamethe parser's\student idertit y" for a set of related POWER requests.

An additional complication waserror detection and handling. Becausenot every error
condition wasknown, the parserwasdesignedo log and report errorsit did not recognize,
while reporting an\unknown error" messageo the userand instructing themto report the
incidert to dewelopers. Upon reports of unknown errors, the log Te (seeSection6.7) was
consultedand the verbatim error messagevasaddedto the parser'sdictionary. Overtime,
all commonerror conditionswerecovered,and even someuncommonerror conditionswere
exposedin POWER.

This methodology provided CRASH with a surprisingly robust parsergiven the dit-
culties inherert in screenscraping. The initial beta versionof the CRASH parsertotaled
117lines, and provided coursestatus cheding (open or closed),login, logout, and course
addition functionality. The 1.0 version of the parseradded error messageadernti cation,
increasing the sizeto 187 lines. The 2.0 version of the parser ballooned to over 460
lines during the modularization e®ortof that branch; it cleanedup the encapsulationof
the state issuesdiscussedabove and provided a dynamic debuggingand error reporting
framework. Despite the increase,the original parsing code was e®ectiely \converted"
into a module, but not modi ed or updated. The 3.0 versionincreaseda scart forty lines;
its only modi cations werethe result of minor changesin information POWER required
to sere requestsand the voluntary addition of a client user agen string for tracking

purposes.
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Save for a minor cookie formatting changein early 2000 when POWER itself was
stabilizing, CRASH's custom POWER parser has reliably sened the project since the
module's stabilization in the 2000Winter Quarter and hasnot required any maintenance

or major changessincethe 2.0 modularization overhaul.

3.4 Distributed Systems

As a prototype, CRASH was not a distributed application, nor wasit originally designed
to be. Both segmets of the product, unimaginatively dubbed the \CRASH Frontend,"
responsible for handling all user requests,and the \CRASH Badkend," responsible for
communicating with POWER to servicethoserequests,ran on the samemadine. They
stored their information in and \queried" local text Tes, using flock() calls* for syn-
chronization. Before 1.0's release,a local databaseand its internal locking medanisms
replacedthe amateurishflock() /text-Te scheme.

Interestingly enough, all of the work doneto fully distribute CRASH acrossthe In-
ternet was prompted by purely saciopolitical issues.The rst implemertation, completed
for the 1.0 release,allowed the Frontend and a single Badkend to run on separatema-
chines;the Backend would query the Frontend for a set of requeststo processdisconnect,
processthem, reconnectwith the Frontend, and Te the results of its processing. This
was necessarypecausehe original Badkend ran on a personalcomputer connectedto Cal
Poly's ResNetdorm network; ResNetdid not allow web senerson its network, precluding
the Frontend from living on the samemadine.

Further developmerts in this areasav changesallowing multiple Backendsto accesshe
single Frontend. This work was undertaken for two reasons:the number of requestshad
increasedto the point wherea single Badkend could not completeall of them within the
“fteen minute requestwindow, and political pressurefrom a seriesof emailson CRASH's

purposeand architecture prompted me to considerways CRASH's operations might by

“flock() provides exclusive and shared advisory Te-lo cking via a Unix systemcall; it rst appeared
in BSD 4.2
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blocked. Multiple Badendssolved both these problemsby divvying up equal portions
of requeststo eat Backend, thus allowing the Backend to completeits userrequestpro-
cessingwithin the required window; it also had the ancillary bene t of allowing CRASH
to support more usersbhy simply adding more Badkends, a technique which was often
employed during the rst weekof eah quarter when requestcourts skyrocketed. Politi-
cally, multiple Badkend support provided the °exibilit y to move Backendsaround easily
and quickly to other hoststo circumvent any Internet Protocol (IP) addresslters. Fortu-
nately, this aspect of the distributed architecture wasnewer tested, dueto the dewelopmert
of a cooperative working relationship with OAR and ITS later in the project's lifetime
(seeSection4.2.1). Multiple Badkend support was added as part of the 1.1 releaseand
o®eredthe ability to useup to 254 Badkendsusing one master Frontend. In practice, no
more than three concurreri Badkendswere ever deployed during a registration rotation.

CRASH's distributed subsystemcould be characterizedasa \p oor man's" distributed
architecture; it is comparatively simpler than many distributed systems,usingan already
existing protocol (CGI encapsulationover TCP/IP) onstandardports (hypertext transfer
protocol (HTTP) over SSL,thus ensuringsecurity and thwarting eavesdropping). On the
Frontend, it consistsof two CGI scripts; upon invocation, the sener script ensuresthe
connectionwas made via encrypted SSL and from an IP addressof a known Badkend.
With these conditions con rmed, the dataset|a subsetof all active requests|is sen
to the requestingBadkend, as a standard CGI/HTTP response,as if the Badcend had
requesteda dynamic web page. Upon the completion of that dataset's processingwith
POWER, the Badkendcontacts a secondCGl script housedon the Frontend serer; similar
veri cation cheds are performedand the resultsare forwardedto the databasefor storage
and nal processingat a later time by a separateFrontend script.

Two data formats were usedto frame the commnunication. Originally, data suc as
SIDs, PINs, and requestdetails and results, were sert as plain-text, well-formed Perl

betweenthe Frontend and Backends. \P arsing” was handled via Perl's (admittedly un-
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convertional) eval() function, which causedthe plain-text Perl to be \executed in the

lexical cortext of the current Perl program, sothat any variable settingsor subroutineand
format de nitions remain afterward."®> While not the most securemethodology (if the
primary IP-basedsecurity chedks were bypassed,an attacker could trick the Frontend or
Badkendsinto executingany valid Perl code sert to them), it allowed rapid dewelopmern

of a distributed system meeting the initial requiremerns of a \quick-and-dirty" solution
to addressthe requestload on the original singleBadkend and IP address Itering issues.
The secondformat was a full rewrite of the distributed subsystemon both the Frontend

and Badkends,designedto mitigate ever-increasingtransfer sizesas CRASH's popularity

increasedand more requestswere serviced,as well asto addressthe security issueswith

eval() . This format, currertly in use,represems all SIDs, PINs, and requestdata in a
paded binary format. The format wastuned to decreasdransfer sizesbetweenFrontend

and Badkend as much as possible(seeSection4.1.1), and requiresbinary unpadking on
both endpoints, eliminating the more dangerouseval() usage.

Despite the \p oor man's" nature of CRASH's distributed architecture, it is still
plaguedby the mosttechnically delicate part of a distributed application: proper syndro-
nization. Syndronization issuesdid rear their ugly headsand a suboptimal distribution
algorithm was ewven left unresohed in the nal 3.0 version. In one seriouscase,a race
condition existed within the post-processingof Badkend results. This problem o®ered
a unique experiencewith real-world syndironization issues,as it only exhibited itself
betweenthreads of execution clashingwith ead other on the order of minutes, not mi-
crosecondsas is typically found in coverageof the topic in computer sciencecurricula.
In short, | just did not think sud a bug was possiblein that cortext, but it did indeed
turn out to be a textbook caseof mis-syndironization. When detected and accourted
for, the database'sown syndironization primitiv esand the useof °ags on certain records

were suxcient solutionsto the problem.

SFrom the Perl functions manual page (man1 perlfunc ) erntry for eval()
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3.5 Application Load Managemen t

As the World Wide Web has matured, a number of commercialweb sites have learned
“rsthand the value of accouring for load issuesin their web applications. This lessonwas
an oft-repeatedonefor startups throughout the dot-com boom of the late 1990s,and has
becomemore of a sciencein the rst part of this decadeasthe problem hasbeenstudied
and best practiceshave emerged.

The current state-of-the-art in implemerting reliable application load managemen
focuseson the so-called\m ulti-tier" architecture. IBM researt on the subject [D* 02] de-
scribestwo-, three-, and four-tier sites,with a three-tier architecture beingthe most com-
mon. The rst tier, a client-data tier, handlescommunication with users'web browsers
and is often just a web sener. The secondtier, an application-data tier, typically consists
of an application sener which provides the data processingand platform functionality
necessaryor the web application. The third tier, a data-storagetier, typically consistsof
a database.

To achieve °exibilit y in scaling, thesetiers can be augmerned. Load-balancerscan
be placedin front of web senersto equally distribute web browser requestsand route
aroundoutages.In the mid-range,the application senerfarm canbe scaledhorizortally to
handleincreasedapplication load. On the badkend, multiple databasesenerscan provide
methods for handling fail-over conditions as well as veri cation of results processingin
critical applications.

The CRASH project never employed a three-tier architecture becausetratc to the
site never warranted it. Despiteincreasedusageover three years,peakingduring the 2002
Spring Quarter registration rotations, traxc to the Frontend enginenewer required the
use of load-balancingor other front-end distribution techniques. The IBM whitepaper
discussesa two-tier application architecture, which is lesscommon, but still favored by
somebusinessedor its simplicity, performancecharacteristics, and easeof maintenance.

In this scenario,the presenation layer and businesslogic are all placed on one sener,
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talking to a second-tierdata-store. CRASH's Frontend is most similar to this architecture,
despitethe databaseresidingon the samemadine asthe Frontend engine,which handled
the presenation and businesdogic.

Figure 2 depictsthe load averageson the CRASH Frontend sener during the rst hour
CRASH wasmadeavailable to studerts for the 2003Spring Quarter registration rotations.
The openingtime had beenannouncedand web sener log Tes shav a number of studerts
reloading CRASH's introduction page, waiting for the Frontend to open. Despite the
madine's peak load averageof 17.91,the site and madine remainedresponsive to both

web usersand loggedin administrators.
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Figure 2: First 45minutesof Frontend sener load averagesduring the 2003Spring Quarter
run

One hypothesizedreasonfor the cortinued responsivenessof CRASH's Frontend, de-
spite cortinually growing usernumbers|other than the obvious attention to e+ciency in

the initial and subsequenhFrontend implemertations|is that for the Frontend, every step
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of the users'requestswas bottlenedked not by CPU or memory during processingbut by
I/0. In ewery useraction CRASH supported, necessary/O cortributed to a slovdown,
whether it was pushingthe data bad out to the user'sbrowserat a maximum speedthe
user's connectioncould support, querying the databaseover local Unix named-sakets,
or querying POWER to obtain a coursestatus, the Frontend madine spert most of its
time waiting for I/Olnot  processing|to complete. Given this bottlenedk, moving the
databaseto another madine, while possible,was never deemednecessarynor were the
useof multiple web seners. None of the standard load-managemensolutionswould have
solved any of the experiencedproblems (i.e. slownessin querying POWER for course
status and speedof users'Internet connections),and thus they were newer researtied or
implemerted for CRASH.

An areathat did needload issuesaddressediuring the life of the project wasthe pro-
cessingperformedby CRASH's Badkends. This problem, and its solutions, are discussed

in Distributed Systems(Section3.4).

3.6 Security Considerations & Design

To interact with POWER, studerts are required to login with credertials, speci cally
their SID and PIN. With thesecrederials, studernts can accessheir personalsdedules,
add coursesdrop coursesconditionally drop/add courseschangecoursegrading (normal
versuscredit/no credit) and changethe value of variable unit courses.Additionally, these
crederials grant student accesdo various other Cal Poly web-basedservices.Therefore,
for CRASH to \imp ersonate”a studert when interacting with POWER, CRASH had to
use|and store|sensitiv e studert information.

As a dewloper, | recognizedthese security issuesearly during CRASH's planning

stages,and took security very seriouslyduring later speci cation and implemertation:

1. SSL was used for communications between users and the Frontend, just as in

POWER; Badkends\cheded out" their requestsegmers from the Frontend via
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SSL.

2. BadkendIP addressesverenoted, and the Frontend only respondedto requestsfrom

thosespeci ¢ IP addresses.

3. Carewastakento choosethe actual hardware on which the Frontend and Badkends
were run; whene\er possible,madinesthat had beenaudited for security vulnera-

bilities in their sener software and seners operating behind rewalls were used.

4. The Badkendskept verboselogsof exactly what had occurred, the time it occurred,

and the full text of all comnunications with POWER (seeSection6.7).

5. Userswere noti ed of the security implications of providing their information to

CRASH.

6. Beginning after the fourth quarter, | removed the rst six digits of all studerts'
SIDs and all PIN information at the end of ead quarter's registration rotations,

requiring studerts to later re-registerthis information.

To date, there has been no known compromiseof extremely sensitive information
(i.e. SIDs and PINs). Operator error once causedthe releaseof all CRASH users'email
addresseso eadt other (the \Cc:" eld wasusedin an emailto usersinsteadof the \Bcc:"
“eld). This did resultin a Cal Poly Businessstudert sendingunsolicited commercialemail

(\spam”) to CRASH's users.

3.7 Release Engineering

Like load balancingissuesand security, many companiedearnedthe value of revisioncon-
trol and releasemanagemen (collectively \release engineering”) the dixcult way during
the dot-comera. Decidingwhento useversioncortrol, for what, whenand how to release,

and codifying a releaseprocessare all processeghat are followed to varying degreesin
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web application developmern. Becausd had worked on a releaseengineeringteam during
my rst internship, | had \gotten the religion,” soto speak, early on.

CRASH's earliest source les are available in a Concurrert VersionsSystem (CVS)
repository. All releaseswere tagged (though, early releaseshave somewhatcryptic tag
names). Commit logs, along with their assaiated diff s, allowed me the °exibility to
let multiple peoplework on code simultaneously (a couple HTML designerscommitted
updatesto the userinterface code over the project's life) and allowed me to badk my own
ill-conceived \ xes" to bugs out of the repository. Commit log commers have proven
invaluable. Much of the information for this historical analysiswas made possibleby this
pervasive useof versioncortrol software.

In fact, version cortrol saved the day when schedule slips could have causedusersto
losefaith in the project. Work beganon CRASH 2.0 in August of 2001for the 2001 Fall
Quatrter registration rotations. After two weeksof full-time work, the massiwe changesin
the 2.0 architecture proved too much for me to complete; 2.0 was just not going to be
ready in time for Fall rotations. CVS saved the day by allowing me to create a \dying
branch" (appropriately namedthe crashNGRIP_.BRANGQH® of the last 1.1 releasetag,
apply minor bug xes that had beenfound during the 2.0 dewelopmen, and releasea
suitable versionfor studerts to useimmediately.

Releasemanagemen addressesssuessuc aswhento \rev" areleasethe processfor
doing so, and other codi ed proceduresnecessaryto put a new versionof the application
on users'screens.l did not employ many releasemanagemen techniquesthroughout the
three yearsthe code was deweloped. As sud, early commit logs especially are littered
with \b eta" releaseghat never becamefull releases.The \release process"often meart
posting (\deploying" gives what was done an air of formal process;in the early days,
there was none) code to the web sener and running a few informal tests to make sure
the software worked. If it did not (asit often didn't), a small changewas made, quickly

tested, chedked in, and a new beta \release" tagged.

22



3 TECHNICAL FOUNDATIONS 3.7 ReleaseEngineering

Later developmen cycles(the later 2.0 branch pushesand the 3.0 branch) were more
formal. Releasesverenot taggeduntil they wereknown to at leastpassinformal testsand
could be postedon live senerswithout glaring errors popping up. CRASH's dewelopmert
processdid not ever mature to the point of an ertirely formalized, documerted release
process,where code is tested accordingto a script (paper or programmatic), builds are
automatically \rev-ed," and code is deployed to a staging for further testing and nally

to a live sener when a seriesof scripted tests have passed.
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4  Pro ject Analysis

| learneda number of valuable lessonsconcerningeverything from various platform tech-
nologiesto best-practicesin web application dewelopmen to ways to handle University
politics while working over the courseof three yearsto seethis project succeedand become

a valuable resourcefor Cal Poly studerts.

4.1 Technical
4.1.1 Lessons Learned

The primary technical lessonlearned by deweloping a web application which increased
in both complexity and popularity over a relatively long life is, at rst glance,common-
sensical: web applications are not immune to the needfor formal software engineering
practices. This simple enoughassertionhasbegunto be fully understood by those writ-
ing sud applications, but it was blasphemouswvhen the \code it and get it posted now,
test later” mantra was the prevailing methodology of the dot-com erain which CRASH
was born. Someage-oldtenets of software engineering,suc as releasemanagemen and
spending the necessarntime and e®ort on software requiremerns and speci cation doc-
umerts, translate easily to the web application realm. Others, sud astesting and load
managemet; do not make sud a cleantranslation.

Testing is made dixcult when deweloping web applications due to the myriad of
browsersavailable to userstoday. This issuedid not seriouslya®ectCRASH's dewelop-
mert, but CRASH only escaed this fate becauseat newver usedadvancedbrowserfeatures
sud asJavaScript or exact positioning provided by cascadingstyle sheets(CSS); however,
it is an issuefor many web applications, possibly including future versionsof CRASH.

Load testing on a web application is complicated becauseit is dizcult to generate
hundreds or even thousandsof simultaneoushits to a website that actually mimic non-

cortriv edrequestsn orderto seehow the softwareandthe related subsystemgapplication
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seners and database,both of which are often overlooked in web application test plans)
will perform underreal-world load. The Apache web sener padkage,under which CRASH
was deweloped and ran, provides a \hit simulator,” but it is simple in nature and does
not support scripted load testing. More expensiwe applications are available for this sort
of testing (Astra LoadTest® wasusedas a web application testing platform in the College
of Business'Software Testing courselab, for instance), but thesepadagesare extremely
expensive and, asexperiencein that lab shaved, often dixcult to script correctly, and are
overly sensitive in detecting errors.

Surprisingly, classicalload testing would not have alleviated CRASH's load issues.
CRASH's Frontend newer had problemsserving users;the user-facingportion of the ap-
plication wasretired having sened over 7,000conbined userswithout needingto address
load issues. | was, howewer, required to addressload issueswithin the POWER-facing,
distributed code. Hereagain, being sud a newapplication within its domain, load testing
was unfeasible. Also, attempting to perform sud load testing on POWER without ITS's
permissioncould have proven problematic had it negatively a®ectedOWER's operation.
The inability to accurately and e®ectiely load-test CRASH's interactions with POWER

and with its own Backendsreturned to haurt the project:

2 CRASH's original designnotes called for a maximum of 200 useraccourts, but the
maximum requestsper Badkend run were never speci ed becauseaccurate simula-
tion could not be performedand no historical data was available; in short, no one
had tried this before,so| did not know what to expect or plan for. As CRASH
becamemore popular, the singular Backend architecture was unable to keep up
with all the requestsat just 380 requestsper Backend run, even though over 2,500
userswereregisteredat that time. Distributed Badkendssuccessfullyattempted to

addressthis load issue.

SProduct homepage:
http://astratryandbuy.mercuryinteractive.com/cgi-bin/portal/trynbuy /alt.jsp?prod=8021
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2 During the dewelopmern of CRASH 2.0, it was noticed that a non-trivial amourt
of bandwidth was spert sendingrequestand userinformation over the network to
Badkends. With distributed Backends, ead Badkend would cortact the Frontend
andrequestall the userrequestst wassupposedto processalongwith userinforma-
tion for ead requestinvolvedin the transaction. At 500+ requestsper Backendrun,
plus the assaiated user information, all sert in well-formed Perl to be eval() ed,
this was adding up to megalytes of network bandwidth in transfersper day, to say
nothing of the bandwidth requiredto talk to POWER. Sinceregistration rotations
canlast up to six weeks,this bandwidth becameexpensiwe. To solwe this problem, a
simplebinary protocol wasintroducedto pad data into a lessverboseformat; sccial
security number-SIDs were padked as long s, four-digit PINs and v e-digit course
numbers were padked as short s, and so on. This change reduced Backend daily

request-and user-datatransfersby an order of magnitude, as Figure 3 illustrates.

2 CRASH 1.x and 2.x's worst design°aws in terms of requestssert to POWER were
that they employed a single POWER requestto chedk coursestatus with ewvery
user request, despite the obvious overlap in coursessough by studers (typically
impacted generaleducation courses). Chancesare if MATHL41 was full thirty sec-
onds ago, it would still be full now. Original 3.0 designplans called for building a
POWER results cade, but a more elegan solution was found: instead of having
a one-CRASH-request-to-one-PWER-requestmapping, all CRASH requestsseek-
ing a speci ¢ coursewere processedwithin one POWER request. For instance, if
thirt y peoplewanted MATHL41, instead of thirt y POWER requests, POWER would
be queried oncefor MATHL41's status, and all of the requestswould be processed
basedon thoseresults (interestingly enough,this change xed someof 1.x and 2.x's
\fairness" issuesin signing studerts up for freed-up courseson a rst-come, rst-
sened basis,which CRASH advertised, but did not actually deliver upon until 3.0).

This changealso ful lled 3.0's \enterprise" goals, as there is now an upper-limit
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2002 Winter Quarter Backend Daily Bandwidth Usage
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Figure 3: 2002 Winter Quarter Frontend-to-Badkend daily bandwidth usage totals;
CRASH 2.0, which introducedthe padked binary protocol, was deployed January 1st

on POWER requests,namely the number of coursesCal Poly is o®eringin a given
quarter; 2.0'sPOWER requestlimit wasin nite, asit wasbasedupon userrequests.
POWER requestspeaked at 2.1 million during the Spring 2002 registration rota-
tions; the last 2.0-brandt release,deployed for the Winter 2003 rotations sav 1.9
million distinct POWER requests.CRASH 3.0'stotal requestsfor the Spring 2003
rotations werea notably reduced1.02million (seeSection4.1.3). Bandwidth graphs
for the last 2.0 deploymert (Figure 4) and the rst 3.0 deploymert (Figure 5) also
give a hint of this trend: the last 2.0 deployment shaws a bandwidth usagetrend
in commnunications betweenthe Backend and POWER of ft y- v e to sixty kilobits
per secondithe rst 3.0deployment's Backend-to-POWER bandwidth usageshaws

a typical trend of sub- fty kilobits per secondusage.
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Figure 4: 2003 Winter Quarter Backend/POWER weekly bandwidth usageduring the
last CRASH 2.0 deployment (depictedin gray)

Figure 5: 2003Winter Quarter Backend/POWER daily bandwidth usageduring the rst
CRASH 3.0 deploymernt (depictedin gray)
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CRASH lacked formalizedtesting for a number of reasons:the hardware to employ the
commondewelopmert sener/staging sener/liv e server model just did not exist. As CVS
commit logswill attest to, | often deployed untested code to the live site for a\ rst-run"
test; this \methodology" sometimesworked. More often than not, it failed, sometimes
with usersreporting spectacular blowups marked by page-longerror messagesiumped
directly to their screens.

An additional testing complication was the fact that CRASH was interacting with
another web application using a library resulting from reverseengineering(as opposedto
implemertation of a provided speci cation). At the time of the deploymernt of CRASH
1.0, not all error conditions had beenreverseengineeredand someerror conditions and
incorrect statesin the custom POWER-parser could not be found by any combination
of testing. Over time, these bugs were ironed out with the millions of POWER hits
CRASH would create,but formal testing of CRASH's POWER-interfacelibrary wasnever
considerednor undertaken. Ironically, somebugswerefoundin POWER dueto CRASH's
programmatic and repeated accessas well (seeSection6.7). Under thesecircumstances,
verboselogging, which CRASH employed when dealingwith POWER, and clear, concise,
and correct error handling, which wassigni cantly dewelopedandre ned in the 2.0version
ofthe POWER library, helpedto mitigate the e®ectf theseuntestedportions of CRASH.

Finally, a senseof \w eb-time"|the temporal vacuum in which Internet usershave
cometo expect websitesto be deweloped oncethey are usersof said-sites|k ept me from
conducting more formalized testing. When usersare registering at the rate of around
three hundred per week, all Tling my email inbox with bug reports, technical support
requests,and new featuresthat would really make the application shine, it's dixcult to
get in a mode where | could stop deweloping long enoughto write a test plan, cut a
build, and formally conduct a testing process.There are always new features,old (more
blatant) bugsto be xed, and other maintenanceissuesto attend to. Discovering that

\w eb-time" is an illusion made glossingover and more or lessignoring these aspects of
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dewelopmern easier. CRASH userswerecortent if the application wasnetting them classes
and not destroying their schedules;cortinuousdewelopmert at the expenseof testing was
acceptablein that dot-com boom era, but now usersare beginningto expect the same
type of quality they nd in more traditional, desktop-basedapplications, a changewhich

| beganto take to heart in the later 2.0 and 3.0 releases.

The other major technical lessonlearnedwas also simple and seeminglyobvious: web
applications are not desktop applications. This fact cortributes to the dixcult y in trans-
lating certain dewelopmen aspects, sud as testing and load management issues. Addi-
tionally, working on web applicationsrequiresa paradigm shift for many computerscience
degreecandidates|at any institution, including Cal Poly|b ecausehe curriculum focus
is often on desktop applications. Introductory sequencesypically nd studerts working
on small, text-based\applications." The adoption of Java by many institutions and the
introduction of Java's Swinglibrary, a fairly easy-to-learngraphical userinterface (GUI)
toolkit, transitions studerts to desktop-basedGUI applications with which we're all fa-
miliar. It is quite possible,although increasinglylessprokable for studerts to complete
their degreerequiremerts without having taken a web application designcourse.

With the (proper, in my opinion) focus placed on desktop applications, many of the
inheren lessongaught becomeinvalid within the web application developmen paradigm:
now, applicationsrely on a network-based\thin client" (the web browser)which doesvery
little actual processing. Dewelopers are required not only to implemert the application,
but to addressprocessingand storagerequiremerts for each user of the application. The
responsibility for ensuringsuitable responsetimes is shifted from users|who can be told
to upgrade their hardware if the new version of, say, a word processoris too slow|
to dewelopers. If an application becomespopular, as word-of-mouth web applications
often do, the load issuesfall to developrs not only to plan for, but deal with when the
application beginsto fail due to the unarticipatedly high usage. Theselessonsare not

taught in many of today's computer sciencecurricula, but are increasinglyimportant in
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today's Internet-focusedapplication market. CRASH dealt with this de ciency through
sheerluck: | had previousweb application experience,but nothing on CRASH's scale. As
the 2.0 releaseshowns, much was learnedfrom the load managemen testing, and overall

software maintenancenightmare that was CRASH 1.0.

4.1.2 Platform & Arc hitectural Analysis

Any discussionof CRASH-the-project would be lacking if it did not cortain a postmortem
platform and architectural analysis. The following analysisindicatesthat CRASH fared
well over its dewelopmert life, especially when comparedwith the industry's overall track
record on project platform choice and architectural robustness.

Architecturally, the Frontend/Backend designwith communication channelsand syn-
chronization primitiv es provided by a database-basedlata-store has sened the project
well; so well, in fact, that the same basic designwas able to be used for eat of the
project's four major releasesdespitemassiwe changesover the three yearsof the project's

life, including:

2 Redesigningthe Frontend's userinterfacethree times

2 Moving from a single-Ba&end model to a multiple-Backend model

N

Changingthe core algorithm usedto serviceuserrequests

N

Changing Frontend/Backend data network-transmissionformats

N

Introducing elemenary web-basedirameworks libraries

2 Too many databasesdhema changesto court!

In addition to meetingthe project's technical requiremerts to provide the functionality
necessaryfor a \next generation open class searter," the design proved itself to be

simple to maintain and moderately easyto dewelop for and debug, as well as provide
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a necessaryintuitiv e, and clear separation between user-facing, businesslogic-focused,
POWER-facing, and badkend processing-fausedcode. Overall, the robustnessof the
designis one of the most successfubhspects of the project.

The decisionto usePerl|while admittedly frustrating at times|w asthe proper one.
Given Perl's aforemenioned specialty in parsing, third-party module availability, low-
level operating system API access,and speed (despite its interpreted nature), its use
gave the project the necessaryexibilit y to move quickly when dewveloping new features.
In deweloping the application, Perl's only real shortcoming involves its use of typeless
variablescommonlyfound in interpreted languagesand its \abilit y* to dually interpret a
variablein both a so-called\list cortext” and\scalar cortext." UsingPerl's strict mode,
which requirespre-declarationof all variablesand enforcessomescopingrules helped with
this de ciency. Giventhe other realistic options at the time (C/C++, the immature Java
Servletsplatform, Microsoft's ASP, and a number of lesserknown, lessstable scripting
languagesjncluding PHP and Python), Perl was alsothe clearlanguagewinner: none of
the bu®erover°ows of C/C++, no special virtual machine requiremerts, able to run on
open sourceoperating systems(and open sourceitself), and possessinghe maturity of
twelve yearsof dewelopmen.

Many web dewelopmern platforms focuson the separationof cortent and style, the idea
being that dewelopers can focuson and implemert the application's businesdogic, while
web designersand artists can focus on the user interface and other graphical elemerts.
The emergenceof so-called\templating engines"has beenthe solution to the problem.
Java Servletsbegat Java Sener Pages,ASP is interpreted inline with HTML, and PHP
was created speci cally to solve this problem. Perl's most popular templating engine,
Template Toolkit 7, was createdin 1996as a Perl-solution to this problem. (Humorously
enough,web application developersdid not fully realizethe importance of separatingstyle

and cortent|something GUI programmershave long beenaccustomedo|un til the late

"Project homepage: http://www.template-toolkit.org
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1990s.) CRASH originally did not have any separation of style and cortent, and that

was not only a bad designdecision,but ultimately prompted a clearer separationto be
made (in the form of the CRASH::Output::Weband CRASH::Output::Mail classes)in

the 2.0 redesign. Had | known about somethinglike Template Toolkit when 2.0 was in

its designstages,it might have beenusedinstead. As it is today, the marriage between
the CRASH::StateHandlers and CRASH::Outputmodules CRASH usesis a simplistic

templating system which senesthe project acceptably Having implemerted a system
like Template Toolkit, or somethinghome-gravn, earlier would have allowed me to focus
on application developmen, while passinguserinterfacedevelopmer o®to designers.The

failure to do sowasa mistake that costme serioustime in working in an area(HTML user
interface design) | was unfamiliar with, and the 1.0 userinterface shaws it; the 2.0 user
interface had many imperfections(and was not even designedby me); the 3.0 interfaceis

the rst interfaceto look professionaland wasnot designedby meeither). In my defense,
it was a mistake most web application companiesof the era made as well.

Today's web dewvelopmert platforms often provide primitiv esfor handling userauthen-
tication, sessioncreation and managemety and other building blocks necessaryto build
complexweb applicationsupon statelessHTTP transfers. BecausePerl's beginningswere
in text processingbefore the Web even existed, add-on modules exist for o®eringsup-
port for thesetypes of functionality (HTML::Masonfor example) but they're not part
of the core distribution as they are in web-focusedplatforms suc as PHP. Becauseof
this, | designedand implemerted CRASH's own CRASH::User CRASH::Session and
CRASH::Statesmodulesto addresstheseplatform de ciencies. While this move allowed
meto customizethe modulesto CRASH's speci ¢ needsthe moduleshad to be speci ed,
deweloped, and tested,and bugsare certain to still existin theseold, creakymoduleswhich
have not beenmaintained in years(the CRASH::Usemodule had its last substartial CVS
che-in in Decenber, 2001and the CRASH::Sessionmodule doesnot know how to use

cookiesfor sessiontracking; it requiresdewelopersto passalong its sessionidenti cation
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string as part of ead HTTP GETor POSTequest). Facedwith the choiceagain, | would

choosestandardized, third-party Perl modules for handling theseweb-cenric necessities
instead of hand-cading modules and being forced to maintain and cortinually dewelop

them asthe CRASH core application's needsgrow and ewlve.

CRASH's choiceof databaseto useasits primary comnunicationschannelwasse\erely
constrainedby external requiremerts. Given the choiceagaintoday, a di®erert outcome
would result. Becausd was originally planning on deploying the application on commer-
cial Unix machines provided by ISPs, the obvious choiceto usewas MySQL2, a popular
open sourcedatabase. It is, in fact, the most common open source databaseused by
hosting companies,so its use was chosenover other open sourcealternatives. Because
it lacks foreign key constrairt-cheding, triggers, views, stored procedures, subselects,
transactions, any form of ACID compliance,and a host of other featuresone would ex-
pect out of a mature relational databasemanagemenh system(RDBMS), MySQL is often
called \The Microsoft Accessof Unix databases,"a tting characterization. To address
this lack of features, CRASH has a signi cant amourt of application code and support
in its schemato \fake" transactions and ACID-compliance so invalid requestsare not
distributed to Badkendswhile their information is being written to multiple tables, a so-
lution ACID-transactional support would easily solve. This is but one exampleof a case
where CRASH's application code is more complexand verbose,and thus probabilistically
buggier, than it needsto be becausea mature databaseplatform was not used. While
it is arguablethat MySQL was the correct choice at the time due to CRASH's platform
portabilit y requiremerts, | would de nitely jump at the chanceto switch to PostgreSQL®,
which cortains the ACID-complianceand other featuresonewould expect from a mature
RDBMS.

Sourcecortrol and releasemanagemen were topics explored earlier, and one of the

areasmy project leadership excelledat from the beginning. My almost-paranoid use

8Project homepage:http://www.mysql.com
9Project homepage:http://www.postgresql.org
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of CVS not only made this paper's analysis possible, but ensuredthat a clear, ac-
curate audit trail of the changesmade in the source code|necessary for the type of
reliability assurancessought by OAR and campus committees (see Sections4.2.1 and
6.5)|ev en existed. CVS's useallowed for parallel developmert, and saved studert con-
“dence in the project when | was able deploy the 1.x branch for one last quarter when
CRASH 2.0 was not quite ready. One change | would make for future projects is a
clearer CVS tag naming scheme: asit is, nondescripttags, sud as crash-beta-5 and
crash2 _tolosatech _deploy _spr2002 exist in the repository. Later revisionshave clearer
tag and branch names(i.e. CRASH-B-FINAL RELEAS&nd crash2 _RIP_.BRANGQHTf | had
it to do over, standardsregardingwhento tag, and what valid tag names/formatswould
be allowed into the repository would be establishedearly on, sotags like crash-beta-5

would be replacedwith atag clearly indicating CRASH's 1.0 release.

4.1.3 Statistical Analysis

The following provides a statistical analysisof various measuremets taken at the end of
eight of the elewen registration rotations CRASH ran.

This analysisis limited to factors discussedwithin this paper, i.e. CRASH as an
application, its dewelopmern, problemsthat cropped up, how they were solved, and how
those solution a®ectedusagepatterns. E®ectiwely, the assumptionmade is that course
availability (or lack thereof) was constart acrossthe samequarters eat year, for all the
guarters CRASH ran, and outside factors did not a®ectthesestatistics.

This is most likely an invalid assumptionto make. For instance,a studert feeincrease
was passedand put into e®ectfor the 2002Fall Quarter. This presumablyhad the e®ect
of increasingclassavailability, and may explain the large usagedrop CRASH experienced
that quarter. Giventhis is just onefactor of many possiblefactors that a®ectCal Poly's
registration process,sud analysis could be a statistic's major senior project in-and-of

itself. Thus, such analysisis not attempted here. The following graphsand their subse-
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guert notesdo, howeer, provide somestatistical context (in somecasesa quite apparen

and startling one) for the e®ectsof policy, platform, and dewelopmert changes.

CRASH User Statistics  Figure 6 displaystotal users,total requestsandtotal CRASH

accessesersusdeployment quarter.

Figure 6: Total users,requests& distinct accessess. quarter

2 CRASH 2.0 was deployed halfway through the Winter 2002rotations, requiring all

userrequeststo be re-created,in°ating the total number of requests.

2 CRASH 3.0 was deployed for the 2003 Spring Quarter, requiring all usersto re-

register, accouring for the drop in total users.

2 Total requestsand accessesdropped for the 2002Fall Quarter; this was hypotheti-

cally dueto the coreof CRASH's userbasegraduating the prior spring and positive
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word-of-mouth testimonials driving the re-population of the userbasenot matching
the rate of lossfor those users;another reasoncould be courseavailability increase,
asdiscussedabove, although sudh an explanation would not be likely to accour for

sud a large drop.

2 The decreasein user accouns, but increasein user requestsfor the 2003 Spring

Quarter rotations can be attributed to the 3.0 releasethat quarter.

2 The shape the total requestsand useraccessesurvesfollow until the 2003 Spring

Quarter rotations is notable.

Per User Statistics Figure 7 graphsrequestsper user and accesse@er user versus

deployment quarter.

Figure 7: Requests/user& accesses/usevs. quarter
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2 Again, the similar shapesof the two curvesis noticeable.

2 Becausehe curvesare sosimilar, the deviation for the 2001Fall Quarter is notable,

but there is no apparen explanation (no new versionwas deployed, etc.)

2 The downward trend of accesseger userafter the 2.0 deploymert is interesting; it
seemdo imply a better userinterface, requiring usersto interact lesswith CRASH
to achieve the sameamourt of work; it may also be attributed to the lossof users

in the 2002Fall Quarter descriked above.

2 The increasein both requestsand accesseger userin the 2003 Spring Quarter is

due to the lower numbers of total users,sinceall useraccours werereset.

2 Theseparticular statistics arenot asaccurateasthey could be;they courted accesses
and requestsper user, but the uservaluesweretotals for the ertire life of CRASH,
not active accourts that quarter. The rst two quarters and last quarter give more
plausible valuesfor per user statistics (and interestingly enough, they're closerto

ead other).

Backend Run Statistics  Figure 8 graphsBadkendruns and averagenumber of POWER

queriesper run versusquarter.

2 The odd decreasen CRASH runs, but increasen queriesper run in the 2002Winter

Quatrter is probably attributable to the 2.0 releasethat quarter.
2 The high variability in CRASH runs is notable.

2 Spring quartersdo not shav lower numbersof CRASH runs, eventhough their tight

schedule cuts o®oneto two weeksof times CRASH canrun.

2 The similarities in averagequeriesper run for the 1.x branch and the 3.0 releaseis
notable; the 1.x branch numbers are low becauseof the smaller user-basethe 3.0

number is low becauseof the new requesthandling algorithm.
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Figure 8: CRASH Badkend runs & averagecourses/runvs. quarter

2 3.0'schangesin its requesthandling may make the averagecoursesqueriedper run

value useless.

2 On that note, the higher averagecoursesqueriedper run for the entirety of the 2.0

releaseis interesting; no explanation is apparen.

Total Classes Queried Figure 9 graphsthe total classesqueried versusthe deploy-
mert quarter; this is the number of distinct interactions with POWER, not including
registration operations carried out on behalf of a studert.

The graph is interesting becauseit displays the expected growing trend of requests,
but that trend falters after Spring 2002. This is hypothesizedto be dueto CRASH users
graduating, as explained before;the upward trend returns in the Winter Quarter, but is

reducedto 1.0 levelsby the exciency gainsof 3.0.
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Figure 9: Total classegjueriedvs. quarter

Request Outcomes & Quarterly Request Success Rate Not all user requests
which are dispatchedto POWER to be servicedresult in the addition of a course.Unmet
co-requisitesand pre-requisites,restricted courses,time con’icts, and usersnot reading
instructions are just a few reasonsa requestcan be processedput leave a schedule un-
changedafter such processingis complete. Thesetwo graphsgive running tallies of the
total numbers of \tic kets" (requests) servicedead quarter, and of those serviced, how
marny resulted in the addition of a course(accordingto CRASH; as descriked in Sec-
tion 6.7, becauseCRASH assumessuccessvhen errors are not apparert, thesestatistics
have someassaiated level of error). Comparing thesestatistics providesa \successrate"

for CRASH (seeFigure 11).

2 The similar shape of the ticket servicedand classescaptured implies a relatively

consistern successate.
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Figure 10: Requestsserviced& coursescaptured vs. quarter

2 The 2002 Winter Quarter run was less e®ectie due to a little known bug that
preverted executionof requests;this wasa 2.0 problem that was xed for the 2002

Spring rotations, which showns an increaseagain.

2 Both graphsshow seriousproblemswith the 2001Spring run; nothing was noted to

provide an explanation for this.

2 The last v e quarters provide strong evidenceto support the claim that CRASH is

approximately 60% e®ectie in obtaining coursesfor studerts.

A raw table of the statistical data graphedhere can be found in Section6.6.
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Figure 11: Successate vs. quarter

4.1.4 Recommendations

In software dewelopmen, as in life, hindsight is 20/20. But unlike life, the luxury of
hindsight in software can take years, cost millions of dollars, and end in thousands of
lines of sourcecode being thrown into the bit bucket. Having known the potertial types
of hurdlesthe CRASH project would encourier, were a similar project of CRASH's scale

to be begunby studerts or even Cal Poly's ITS today, | would recommendthe following

modi cations to the dewelopmen processl used:

1. Takethe time to follow a formal software developmen processnamelyrequiremerts
collectionfrom stakeholders,in this case:arepresemativ e samplingof studers, suth
as menbers of Cal Poly's studert governmen, Assciated Studerts, Inc. (ASI),
menbersof OAR and ITS, and Cal Poly's Registration and Scheduling Committee.

Care will have to be taken to avoid political eddiesand temporal sinkholes, but
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input on requiremerts from thesestakeholdersshould at least be sough.

2. Given at least a set of initial requiremernts, write a full software speci cation doc-
umert. Solicit input from the stakeholdersas it goesthrough draft form to nal
speci cation. This is critically important to project success.CRASH's succesgle-
spite the lack of a requiremerts documert was pure luck. CRASH's dewelopmert
team of one was appointed to Cal Poly's Registration and Scheduling committee
(seeSection4.2.1) and thus was a®ordeddirect accesgo important stakeholders,
wasable to adapt the project to changingrequiremerts quickly becauseof his direct
accesand freedomto make often cortroversial technical decisionssansreal \team"
input and time-wasting techno-political discussionand delay. Most dewelopmen

teamsundertaking sud a task would not possessheseluxuries.

3. During the speci cation stage,special attention should be paid to the internal and
external security requiremerts of the project due to the sensitive nature of the in-
formation sud a project storesand has accesg¢o. CRASH fared relatively well as
far as internal security designwert, partially due to its platform choice. On the
downside, CRASH's internal security cannot be proven due to a lacking speci ca-
tions documert, and in somecaseghe security of certain subsystemswvastacked on
later instead of properly designedfrom the beginning. This is one areawhere the
project failed. Another area of failure is CRASH's external security requiremens,
which were newer formally speci ed, and in many casesnewer implemerted during
deploymernt. Requiremens of the security of the madines CRASH was deployed
on were newer recorded; requiremers sud as rewall protection, network access,
and operating system security requiremens remain unspeci ed. These should be
seriously consideredand speci ed beforeany deweloper on a similar project writes

a singleline of code. The cost of a bread of this information is simply too high.

4. During the implemenation stage, standardized, third-party web frameworks sup-
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porting user authertication, sessionmanagemen persistert databaseaccessand
other web application-certric features should be usedinstead of wasting time on
implemertingland being required to later support|sp eci cation-lacking, brittle,
probably-buggy custom written modulesthat do the samething. The code is out

there and freely available; useit.

5. Given CRASH's history, the reverseengineeringperformed on POWER could be
considered\successful," but as far as formally conducting the reverseengineering,
the processl employed leaves much to be desired. The only result of the reverse
engineeringprocesss the sourcecodeto CRASH's POWER module. No notes. Few
commens. Were POWER dewlopers to changethe look or (more seriously) the
information °ow for POWER, future CRASH deelopersmight have a ditcult time

trying to modify and maintain that sourcecode due to the lack of documertation.

6. In regardsto the POWER parser, had the documertation work been performed,
an algorithmic analysison the custom-written parserto prove termination and cor-
rectnesscould have followed. The custom parser is e®ectiely a state macdine,
tokenizing the web pageto determine the content to look for basedupon HTML
tags and the status to report to the caller basedupon strings found in the out-
put. Had a more formal approat beentaken, thesepagesusedto reverseengineer
the code would have beencheded into the CVS repository, and an analysisof the
parser, examining it as a complex state madine, would have been conducted. |
newer did this, and despite escapingdisaster (or even huge errors) at the hands of
this library, maintaining it with a high probability of succesds questionableand

proving its algorithmic correctnesscould be impossible.

7. CRASH could bene t from the dewelopmen and/or useof scripted testing to make
it possiblefor dewelopersto assertcorrectnesseforea release.Tools, sud as Astra

LoadTest, could be employed or even simple custom tools could chedk merely for
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the existenceof low-level errorsin interacting with CRASH, pre-release.Taking the
time to do sowould increaseeveryone'scon dencein CRASH, asit should reduce
\raw" errors where lengthy error messagesre dumped directly to users'screens.
Either way, a more formal, documened testing processfor CRASH is necessary
It was not as necessaryduring the 1.x branch days when CRASH had only 1500
users,but with 6,000usersand millions of POWER requestsper quarter, formalized,

automated testing is worth the time investmen.

8. As far as internal implemertation goes, Perl's taint mode should be turned on
and used. taint mode marks all input into a Perl script as \tain ted," and dis-
allows certain usesof tainted data in security critical operations (the potentially
dangerousopen() systemcall, for example). Data becomes\untainted” when it
is run through a regular expressionched to verify it cortains no malicious input.
Basically, it is a reminder to programmersto perform these chedks on untrusted
input and it forcefully disallows useof that input until thesecheds have beenper-
formed. CRASH takes a lot of userinput, and while much of it is screenedfor
format compliance,taint mode would provide enforcemen of this designcriterion,

thus increasinginternal security.

9. Currently, a number of administrative processegresetting the databaseat the end
of eath quarter, etc.) are not only undocumerted, but they are completedby direct
interaction with the RDBMS via its command-lineinterface. Operator error has
resultedin critical errors; onesud error shut down CRASH for over 24 hours while
a studert's schedulewas veri ed with OAR for correctnesswhen a databaseerror
was thought to have registeredthe student for the wrong course. Old information
from a previousquarter in the databasecausedhis error whenadministrators forgot
to clearout a singletable. Documertation of theseprocessesislengthy commers in
command-lineutilit y scriptsto performtheseadministrative actionsarethe solution.

Sud administrative scripts should be written as soon as possibleto mitigate this
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type of operator error.

10. When new versionsof CRASH are released,the procedureusedto do sois often
chaotic and requires stops and starts, due to the many componerts in the Fron-
tend/Backend architecture. If a new versionof the Frontend is deployed, care must
betakento ensureit usesthe sameversionof the communication protocol the Back-
endsare expecting. A number of admittedly simple stepsmust be performed, but
they must all be performed,in the correctorder, for a successfutleployment. These
stepsare not documerted. Therein lies a huge problem. If the processcould be
automated, all the better, but not having documerted the releaseprocessis one of

CRASH's maintenanceweaknesses.

4.2 Non-tec hnical
4.2.1 Political | Univ ersity Administration

It should come as no surprise that various Cal Poly departmerts expressednterest in
and concernwith the project over its deploymert lifetime. It is an understandableand
arguably necessaryuniversity response when faced with an unozxcial studert \group"
collecting personallyidentifying, federally protected information about the studert body
and using this information to interact with oxcial university registration serverson those
studerts' behalf.

ITS madeinitial cortact early in CRASH's life. GeorgeWestlund, a policy consultart
with ITS, made rst cortact via email during the Spring 2000registration rotations re-
guestinginformation on CRASH's network traxc impact on POWER's seners. Westlund
alsorequestedimplemertation details on the methodologiesCRASH employed to access

POWER. OAR made more covert \contact." Marcia Friedman, an assiate registrar,

0The Family Education Rights and Privacy Act (FERPA) requires federally funded institu-
tions to protect certain types of student information, including name, address, telephone number,
date and place of birth, and attendance records. Other FERPA requiremerts can be found at
http://www.ed.gov/offices/Oll/fpcol/ferpa
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registeredas CRASH's twenty-fourth user, early on in the Spring 2000registration rota-
tions. OAR did not make any attempts at further cortact at that time, but presumably
registeredto examineCRASH's interface and capabilities from a user perspective and to
receive broadcastemailssert to CRASH userscortaining project noticesand information.
Other than theserequestsfor information and registeringwith CRASH for updates, Cal
Poly's oxcial attitude toward CRASH was surprisingly benign.

A turning point in the working relationship betweenOAR and | occurred during the
2000-2001academicyear whenthen-ASI president SamAborne appointed meto the uni-
versity's Registration and Scheduling Committee. \Reg & Sced," asit is a®ectionately
called, hasrepresetmativ esfrom ead college,OAR, ITS, ASI, and other high-ranking uni-
versity ozxcials; its missionis to \[evaluate] presen procedures,policies, and guidelines
usedin registration and scheduling of classesrecommendchangesin existing procedures,
[and] recommendnew conceptsin registration and scheduling.” Shortly after my appoint-
mert, the topic of CRASH cameup in discussionson registration procedures.Knowledge
about the web application ran the gamut: somecommittee menbersdid not know what
CRASH was, while othersknew the committee had CRASH's only deweloper sitting on it.
In the courseof the discussion,| o®eredstatistical and technical data for the committee's
review. The committee was not directly addressingCRASH, but the availability of the
information allowed the committee to make a more informed decisionon the registration
issuein question, and the foundations of a positive working relationship with OAR, and
speci cally Cal Poly's Registrar Tom Zuur, was cultivated.

This relationship was furthered during the 2001 Spring registration rotations. Repre-
sertativ esfrom OAR had complainedthat studerts werenot being honestregardingtheir
use of CRASH when discussingregistration problemswith OAR, despite system audit
logs to the cortrary. | implemerted the oarquery.cgi interface to CRASH, allowing
university registrarsto query for CRASH requestsby SID. Despitethe interface breaking

during the later rollouts of CRASH 2.0 and 3.0, the gesture, along with the continued
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involvemert in \Reg & Sced" for three academicyearsuntil my graduation, illustrates
a commitmert to a positive working relationship with OAR, on both sides.

The relationship with ITS was lessquick to dewelop and was mostly the result of
chance. Darren Kraker, then a programmerin OAR, made informal cortact to discuss
typical CRASH usagepatterns and successates over lunch in the spring of 2001. Kraker
later transferredto ITS, working on POWER there. Despitestressegiueto old, unrelated
con’icts between myself and ITS, ITS becamenon-confrortational regarding CRASH,
and the relationship becamecooperative after Kraker moved. Updates and changesto
POWER (which may have beenrequired to keep CRASH's parsing enginefunctioning),
POWER usagestatistics (to assistin planning for future hardware purchasesand ad-
dressingsoftware bottleneds), reports of POWER bugs found by CRASH (to assistin
tracking down the speci ¢ defects),and other information were freely exchangedfor the
next two yearsof CRASH's life, creating a productive, symbiotic relationship both for
CRASH and POWER.

One other cooperative endeaor of note was the addition of a user-ageh string in the
spring of 2002. ITS requesteda user-ageh string, which identi es which web browser
a useris browsing a site with, be reported in CRASH's comnunications with POWER
soasto be ableto easilyidertify and isolate CRASH's requests. Sud a feature request
would have beenmet with resistanceprior to the relationship forgedwith ITS, but with
a working relationship in place, this feature requestwas completed. It later assistedme
in gathering accurate POWER statistics by being able to seart by user-ageh string
instead of raw, Backend IP addressegwhich had a tendencyto changeover the courseof

the registration rotations), represeting another win-win situation for all involved.

4.2.2 Social | Student Body

Once CRASH becamepart of popular campus culture, Cal Poly's studert body was

supportive of the application. Anything that givesstuderts an edgeduring registration
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rotations, especially during the impacted 2001-2002academicyear, was welcomedwith
open arms. Despite the fact that the over 17,000studerts represeted CRASH's sole
user-staleholdergroup, a formal requiremerts gathering and group consultation process
was never employed.

This failure to seekrequiremerns from all userswasespecially apparen in the applica-
tion's growth period during its 2.0 incarnation. The userinterfacefor the 1.x branch was
very spartan and was not at all user-friendly much like the original open classsearters
that werewritten by and for computer scienceand engineeringmajors. But as CRASH's
user basegrew to include usersfrom ewery college, user interface issuesbecamemore
important. This growth requiremen of being able to easily and quickly add \inline doc-
umertation” to request-creationpageswithin the application is partially what drove the
introduction of the StateHandler and CRASH::Outputtemplatization e®ortin the 2.0
branch: the 1.x branch's userinterfacecode wasspreadall over the sourcecode itself, and
thus simply too dixcult to cortinue to maintain whennew userdocumertation hadto be
added. Despitethe creation of a more polisheduserinterfacein the 2.x and 3.x branches
and the addition of inline documertation in large, boldfaced fonts, studerts still make
mistakestoday in creating requests,necessitatingfuture dewvelopers' cortinued attention
to the userinterface.

Another delicateareathat neededo be addressedor Cal Poly's studert body wasthe
security issuegaisedby providing an (e®ectively) \anonymousservice"with studers' per-
sonal SID and PIN. This issuewasaddressedhrough a frequertly asked questions(FAQ)
page, and over time, the successof the application, much of which spread throughout
campusby word-of-mouth, and the seriousnessvith which security issueswere handled
made many studerts feel more comfortable about providing this information for the ap-
plication's use. As onestudert wrote in feedba&: \This wasmy rst time using CRASH
and to be perfectly honest, [I] was uneasywith giving out my SSNand PIN but also

realizethat to really use CRASH to its full potential one must provide this information.”
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In working on the project, | alsointeracted with studerts via support requests,and
these email interactions becamea good way to get a pulse on problems studerts were
having with the application or get ideasfor featuresstuderts might nd useful. These
interactions were the sourcefor a number of changesin the application including more
inline documernation regarding conditional drop/adds, more informational statistics on
requests(\How far down on the waiting list for that classam I?"), and the removal of a
feature to email studerts whene\er a requestwas processedstudents did not understand
the feature and would be subsequetty delugedwith email, four per hour, twelve hours
per day).

Much of the motivation to cortinue to dewelop CRASH camefrom positive studernt

feedba&. Someof the more memorablestudert commerts include:

2\l was taken o®guard when someonefrom the departmert called me to tell me |
didn't havethe pre-regsfor the classl wasregisteredin. I'm just thinking to myself

- IT WORKED!"

2 \CRASH kicks ass.| hadtenth priority and I'm afreshman. Sol gured | would be
screved on the day of registration, and, in fact, | was. | could get zero, yeathat's
right NO classes.Sol decidedto try CRASH out. By Thursday of Spring Break, |
had all fteen units, in the days | wanted, with classTWR, Mondays and Fridays
o® The samesdedulel got last quarter with 3rd priority. You guys are doing a
great job. I've told my friends at other sdhools about CRASH and they wish they
had it."

2 \Hey, I'm the guy who said | would give you my rst born child if [CRASH] worked.
It did. | don't think I'll give you my rst born child though. You'll have to be

satis ed with my eternal gratitude."
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423 End of Life

The question of whether or not my impending graduation in the spring of 2003 would
result in the end of CRASH's dewvelopmen and deploymert life at Cal Poly wasraisedas
early asthe rst weeksof the 2003Winter Quarter.

There was someinitial interest from OAR regarding Cal Poly oxcially taking over
the project, but plans for transferring the project fell through in April. With a meresix
weeksleft, no one knew what would happen to the application. A number of solutions,

eat with their own problems,were considered:

2 Stop supporting the application | While having the bene t of being the sim-
plest, easiestoption, it wasthe most unpopular, both for me and the studerts who
had heard of the idea. The impendingbudgetcrisisfor the 2003-2004cademicyear

makes CRASH all the more necessary

2 Renegotiate with the Univ ersity | OAR had declinedto support the appli-
cation, even though the initial idea was theirs; another option ertailed negotiating
with ITS or studert governmert to take over the application. ASI studernt lead-
ers had expressednterest in seeingthis occur, and it had the bene ts of putting
the application in the hands of the University thus addressingcortinuing privacy,
sustainability, support, and equipmer/funding issues. Despite these positives, its
major downside the unlikelinessof this happening, due to ITS's previous refusal
to assistOAR in supporting the application, and ASI's lack of equipmen and IT
expertise to run and cortinue to dewelop the complicatedapplication. Additionally,
studernt governmert support, while strong, is subject to changingleadershipyearly,

making sud support unreliable.

2 Open source the application | Open sourcelicensing has becomea popular
dewelopmern strategy in the last ve years. One solution involved open sourcing

CRASH's Frontend and Badkend code for all Cal Poly studerts to see;doing so
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would put all studerts on equalfooting, allow studerts to usethe libraries for dewel-
oping new typesof applications to interact with POWER, and remove the ongoing
support and dewelopmert burdensfrom any one person. Due to the application's
complexity, it was estimatedthat only 0.1% of Cal Poly's studerts would take the
time to readthe source|no documenation, which wasnon-existert anyway, wasto
be provided in the releaseland gure it out enoughto install the application and
getit running. Seriousnegative consequenceput this solution out of the realm of
feasibility, though, including: increasedstresson POWER seners, the possibility
of reducing CRASH's overall e®ectieness,and the proliferation of CRASH instal-
lations by studerts who did not take the security and sociopolitical issuesseriously

e®ectiely destroying the CRASH \brand."

Pass the application o® to underclassmen | This solution involved nding
underclassmemwilling to take the application over and run it; bene ts included con-
tinuing CRASH's legacyand using a well-understood dewelopmernt and deployment
methodology Hurdlesincluded cortinuing political issueswith the University (and
moreover, adequately passinghow to deal with those delicate issueson to under-
classmen)and passingthe non-insigni cant cost and temporal responsibilities to

unsuspecting underclassmen.

The solution to the problem, exploredin the next section,turned out to be a mixture

of all

4.3

43.1

of these.

Lifetime Analysis

Future Directions

In a perfect world, CRASH would be discortinued and replacedwith an ITS-supported

wait-listing application, built directly into the University's registration systems. This

would remove the support and cost issuesassaiated with CRASH, as well as place the
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businesslogic for so-calledwait-listing|e®ectiv ely what CRASH provides|directly into
the data- and logic-°ow path of Cal Poly's registration system. Becauseof the lack of
screen-scrapingsud an application would be more excient both in terms of computer
cyclesand bandwidth. The application would close\backdoors" sothat an empty spot
would go to the next personon the list, whereaswith CRASH's fteen minute runtime
windows, sudh placemen cannot be guararteed.

It is quite surprisingthat Cal Poly doesnot possess wait-listing application already.
Cal Poly's mainframe registration software is also usedby Cal State Hayward. The two
campusesoften sharesourcecode to the registration applications with ead other. Hay-
ward haswait-listing. After OAR turned down maintaining CRASH directly, | discussed
the addition of wait-listing to POWER with Kraker in an attempt to nd a solution to
the \CRASH problem" discussedabove. In speakingwith his courterpart at Hayward,
Kraker found their implemertation had ewlved over time: the initial versiononly sup-
ported wait-lists for courses. Once the coursebecameclosed, studerts would have the
opportunity to add themselhesto the waiting list, but evenif an enrolledstudert dropped
the course,the coursewould remain closedand the waiting list would cortinue to queue
up studerts. Later versionsincluded a nightly batch processingob which placedstuderts
on the waiting list in the courseand emailedthem, making it more similar to CRASH in
practice. Kraker estimatedin a May 2003email (seeSection6.5.6) that implemertation
for both POWER and CAPTURE would consenatively require three weeksof dewelop-
ment and testing time, but would require assistancefrom OAR's programmersand the
mainframe administrators to \brush the cobwebs” o®the code. OAR's current focusis
its degreeaudit project and wait-listing approval would likely require consultation from
\Reg & Sded,"” further lesseningts chances.

The question of what to do with CRASH was answered by a seeminglyrandom turn
of everts. Dr. Hugh Smith, a professorin the Computer Sciencedepartmert, happened

by me in passingand asked if | had found a home for CRASH. After | detailed the
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problemswith the solutions that had been presened so far, he o®eredto have the de-
partment's Asscciation for Computing Machinery (ACM) chapter take the project over
with equipment and bandwidth support from the departmert, and dewelopmeral sup-
port from studerts. Further discussionswith him (seeSection6.5.4) got the ball rolling
on handing o®the application to studerts as soon asthe 2003Fall Quarter registration
rotations. Even though the details are still unfolding, the solution hasthe best qualities
of all the other proposedsolutions, and solvesall of the problems: a \quasi-open source"
solution allows cortrolled studert accesgo the code and maintains a studert ownership
focus, but protects the CRASH \brand,” safeguardPOWER's resourcesand maintains
a focuson security issues;support from the Computer Sciencedepartmert directly (and
ITS indirectly) shifts the costfor the application to the University; studert involvemert
keepsthe code updated to a changing POWER ervironment and corntinuesa legacy of
studert involvemern in a web application usedby thousandsof Cal Poly studerts every

quarter.

4.3.2 Recommendations

Given CRASH's successover the past eleven quarters, it is clear that studerns crave
somesort of solution that implemerts wait-listing-lik e featuresinto Cal Poly's registration
process. Even at its best, the registration processwill newer be ableto accommalate
ewveryone with their \p erfect sdhedule,” and at its worst, course shortageswhich have
plagued Cal Poly in recert yearswill cortinue with the ongoing budget crisesplaguing
the state. Therefore,wait-listing-lik e functionality is a demonstrably necessaryjong-term
feature which should be provided by an established,supported application.
As sud, wait-listing would optimally be implemerted within POWER/CAPTURE.

Like the ewlutionary changesfrom CAPTURE to POWER, OAR and ITS should make
it a high-priority goal to implemert wait-listing featureswithin its core registration ap-

plications as quickly and fairly as possible. Howewer, given budget constrairts and other
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equally important registration technology focuseshis is not likely to happen. OAR sim-
ply hastoo many responsibilities to take even the estimated four to six weeksit would
require to implemert and test even extremely useful (but technically unnecessary)ea-
tures sudh as wait-listing. Given these constrairts, it is conceiable that CRASH may
have to be maintained and usedfor up to another half decade.

With the Computer Sciencedepartmert's commitmert, at leastin the short term, to
support CRASH with equipmen and bandwidth and with suzcient studert deweloper
support, maintaining a stable, viable CRASH deployment for another v e yearsis not
unrealistic. If CRASH is deweloped, supported, and usedfor this long a period, future

deweloperswill have a number of issuesto address:

1. The most obvious and pressingdevelopmern areais to cortinue the work begunin
the 3.0 seriesto make the application more maintainable and \enterprise-worthy."
With Cal Poly's oxcial support of the application, CRASH could nd its user-
basedoubling from studerts who previously harbored privacy concerns.While | am
con dent that CRASH's subsystemsould support such anincreasejt hasobviously
newver beenload tested and could presen a special set of problemsisolated to load

issues,as Section 3.5 discussed.

2. The 3.0 user interface was polished and updated to be more user friendly to all
majors, aswell as provide frequertly requestedinformation to CRASH users. This
interfacehascertain areasthat werenever completed,sud asautomated announce-
merts, advancedstatistical reporting, and the creationand enforcemen of consistert
user interface elemeits. Theseshould be completed,and maintained, as CRASH's

userinterfaceis its most visible feature.

3. CRASH's administration processesautomated scripts for those processesand gen-
eral administrator documertation are, at this point, non-existen. During the hand

o®, such administrative processesshould be codi ed, both in writing and source
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code, to promote maintainabilit y.

4. A number of planned\self-correcting” featuresdid not make it into the 3.0 branch.
Thesefeatureswould automatically cancelstudernt requestshat would never execute
dueto errorsin data entry. A commonrule studerts broke wasattempting to add a
di®eren sectionof a coursethey werealready enrolledin. POWER requiresthe use
of conditional drop/adds for this process.A spiderto detect this, alongwith time
con’icts, was planned, and should be implemerted, especially with the predicted
growth in CRASH usageby majors who are not necessarilyas technically savvy as

previous users.

5. Introducing a number of studerts into the dewelopmen processraisesissuesof its
own: how will the code be licensed? What will the processbe for getting code
acceptedinto CRASH? What is necessaryto obtain che-in privilegesto the CVS
repository? Theseissuesmust be addressedn sud a way asto protect CRASH,
but also allow the widest range of studerts interestedin cortributing to do so. A
modi ed Mozilla/Bugzilla-style developmern processis being exploredwith the two
current studert dewelopers. Undoubtedly, this processwill continueto ewlve asthe

project beginsits next life.

6. A formal code review should be conductedof all the sourcecode cortributed from
the original CRASH project as soon as possible. The aforemerioned atrophying
custom web frameworks (sessions,authertication, etc.) and the custom-parsing

engineare both good placesto start sud an audit.

7. CRASH's security track record hasbeenrelatively good, comparedto the industry.
Howewer, dewelopers who understand security know that security implemertation
is a newer-endingjob; there are many areaswhere CRASH could improve its code
baseto support new security extensionsand improve overall security. Theseim-

provemeris should be explored and implemerted in a manner consisten with the
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platform and its needs.

8. Assumingwait-listing is cortinually replacedby \higher priority" projects, dewelop-
ersshouldtake a seriouslook at tighter integration with campusresourcesincluding
the Cal Poly Portal project and singleclick login. Currently, CRASH represets yet

another accoun studerts must remenber a passvord for.

9. To alleviate the complexitiesand comparablylarge bandwidth requiremerts of pars-
ing, a joint-project with ITS and studert CRASH dewelopers to add web services
to POWER, in the form of stheduleinformation via XML, would simplify CRASH,
provide more accurate results, reducethe load on the POWER seners, and give

CRASH a longer life.

Given the wide scope of all of theseissuesand the depth of ead of them, the \hand-
o®' processfrom one deweloper to the Computer Sciencedepartmert plus a number of
committed studerts should be doneover the courseof onefull academicyear. This would
allow for administrative and technical knowledgeto be documerted, for the ins and outs
of the platform to be passedon to other dewelopers, and a dewvelopmen processto be
establishedso asto maintain CRASH's code quality. Each academicquarter hasits own
complicationsdueto the sdheduleof the registration rotations (Winter Quarter rotations,
for instance, require CRASH to be active for over a month, due to the holiday break).
Having the original developer available in a less-irvolved role ead quarter over the course

of twelve months will ensurea completely smaoth and successfutransition.
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5 Conclusions

By all accournis, CRASH can be considereda success. Thousands of satis ed users,
servicedby a comparatively robust web application with a malleableenougharchitecture
to survive three yearsof orders-of-magnitudechangesin every conceiable measuremet)
are a testamert to CRASH's success.

Despite this, CRASH's successstory has no recipe. In fact, the project's humble
beginningscould have very easily led to \just another open classsearder.” Or disaster.
The soledeweloper could have lost interest in the project. ITS could have formally taken
issuewith it. A sdeduleor two could have beendestrojed. CRASH could have crashel
POWER. But none of thesethings happened. What is amazingis not that they did not
happen, but rather that they did not happen mostly by accident The random seriesof
ewerts that allowed for CRASH's successhould not be underestimated: the appointment
of its sole deweloper to strategic university committees, employee transfers allowing for
new, productive relationshipsto be formed, a casual corversation with a professorin
a hallway breathing new life into the project; none of these were the product of \b est
practices," software engineering,or any other product of academicknowledge gleaned
from ve yearsat Cal Poly, despite their advancemen of all of those. They were just
strokesof luck.

That is not to imply that best practices, solid software engineering,and a growing
adherencdo formalizedprocesgdid not aid CRASH's successOn the cortrary, thesewere
all necessitiego allow CRASH-the-prgject to fully complemen theserandom, accideral
opportunities provided it. And it's not to imply CRASH was of no academicuseto me
as a deweloper. On the cortrary, over three years,it coalescedand brought alive all the
lessongaught in the classr@mm, reiterated by a real-world, unforgiving, and harshteader
whoseonly oxce hours were late night hadking sessions.

Despite the concretetechnical lessonsexploredin this paper, the real lessonCRASH

holds is in the possibilities after thesetechnical lessonshave beeninternalized and em-
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ployed; what is possiblewhen dewelopers listen to users,policymakers, and stakeholders;
what is possiblewhen managersseeka symbiotic relationship with the courterparts of
complemetmary technology; what is possiblewhen dewelopers are cognizar enoughto re-
alize the value of the random scaciopolitical interactions that make the onesand zeroesof
software a distinctly human endeaor.

As a computersciencalegreecandidate,l am proud of the CRASH project. | am proud
of (most of) the sourcecode it produced. | am proud of the engineeringmethodologiesit
taught me, and thankful that it illustrated them to mein arelatively low-risk but tangible
manner. | am warmedwhen| hearof students’ CRASH successtories. | am appreciative
of the political relationships| was allowed to experimert with, sothat | could learn how
to forge positive working relationships, even in the face of historical di®erences.l am
content with the way | am leaving the project, comforted in the knowledgethat it will
live on to o®erall this to a next generationof computer sciencestuderts.

But asl look badk on my three yearsof involvemert with this project, mostof all, | am
proud of the software engineerthat CRASH]Jin its pursuit of quality and success|forced

meto become.
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6 App endices

6.1 Arc hitectural Diagram

A diagram of the architecture usedin both the CRASH 2.x and 3.x branches follows.
It details the interactions between CRASH's various users(identi ed by ovals) and pro-
grams (identi ed by rectangles), over various types of comnunications channels (lines
with arrows indicating the possiblecommunication directions).

The Backendsconsistof a self-conained program which usesa number of libraries, signi-
“ed in the diagram by the singular rectangles.Note that multiple Backendsmay interact
with POWER. The Frontend consistsof a number of programs to comnunicate with
various ertities, and thus the dotted line represets the boundaries of all the compo-
nert programsand software libraries cortained in what is collectively referredto asthe
\F rontend."

The di®erencedetweenthe 1.x architecture, which is not included, and the 2.x/3.x ar-
chitecture seenhereis the 1.x architecture did not support multiple Badkends, only a
singular Backend, and the \managemen scripts" usedby CRASH administrators did not
exist; all managemethwasdonedirectly via the MySQL commandlineclient, with varying
degreesof errors.

The dotted line betweenCal Poly studerts and POWER represets the fact that studerts
can cortinue to interact directly with POWER, and are expected to verify CRASH's
interactions with POWER after schedule modi cations take place.
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Figure 12: CRASH 2.x/3.x architectural diagram
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6.2 Database Schemas

Diagrams of the databasesthemasCRASH usedover its lifetime follow. Tablesare indi-
cated by the enclosedroundedrectanglesand table columnsare indicated by the bullets;
the rst bullet is the table's primary key (if it hasone), bold ertries are table keys, italic
ertries are foreign keys appearing in other tables (these are conceptualforeign keys, as
MySQL doesnot support foreign key constrairts).

6.2.1 1.x Schema

The 1.x branch's schema (Figure 13) experiencedsigni cant ewlution over the twerty
morths the branch wasin production. Notable de cienciesin the schemainclude:

2 Misuse of elds: The Classnumand Classtag elds in the Reqstable cortained
comma-delimited call numbersand coursenames(i.e. \ PHYS131-01, PHYS131-15"),
respectively. This made querying for how many requestsinvolved a speci ¢ course
impossibleusing SQL aloneand was an extremely inexcient useof the RDBMS.

2 Duplication of information: The lastrun andrunstat elds in the Regstable dupli-
catedinformation that wasin the RegHist table (re-creatableby querying ReqHist
for the RunStat of a speci ¢ ReqlD ordering them by RunTimeand picking the last
ertry). This duplication also complicated CRASH's databasemanagemen code as
thesetwo elds in Regshad to be updated with copiesof the latest information
when the Ack (\acknowledged") columnin the ReqgHist table was updated as part
of the con rmation that the requesthad beenprocessed.

2 Misuseof keys: The primary key in the Pkeystable, which storedregistration keys,
is an email address;it should have usedthe UserID primary key from the Users
table as a foreign key

2 Lack of primary keys: Earlier versionsof the ReqHist table did not include an
EventID; they updated the Ack eld by restricting the SQL update clauseby ReqlID
and RunTimewhich required the RDBMS to seard the ertire table again. This
inducedup to v e minute long processingimes to completerecordingof the results
asthe table grewto hundredsof thousandsof ertries.
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6.2.2 2.x/3.x Schema

The updated 2.x brandch's schema(Figure 14) xes marny of the de cienciesin the previous
sthema. Extraneouscolumnswereremoved, somecolumnswererenamedto better re°ect
their cortents, keys were added where necessaryand the cruel joke that was comma-
delimited columnsin an RDBMS was nally corrected. Notable changesinclude:

2 The creation of the ReqDetails table, which cortains information regarding the
coursesinvolved in a single request, and their function (lecture courseto add, lab
courseto drop, etc.); this table replacesthe comma-delimited elds found in the
previous schema.

2 The creation of the CourseMapable, which attachesa Cal Poly coursecall number
to its \coursetag" (i.e. MATHL41-01), and generatesa single CourselD for CRASH
to refer to that unit of information by.

2 The creation of a States table to enumeratethe typesof statesin the application a
userwould be at in their interactionswith CRASH,; it is referredto by the Sessions
table, which wasrenamed.

2 The RegKeystable was updated to usethe UserID asthe connectingprimary key
instead of an email address.

Minor changeswere madefor the 3.x release consistingof:

2 Notifyfreq was removed, as studerts did not understand the feature and were
abusingit.

2 The Backendcolumn was removed from the Regstable, as requestswere assigned
in 3.0 to Badkends dynamically basedupon ass@iated courses,not requests; hu-
morously enough,this changeresultedin syndronization problemsand a backend
column was addedto the CourseMagable in the pending 3.1 release.
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Figure 13: CRASH 1.x databasesthema

Figure 14: CRASH 2.x/3.x databaseshema
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6.3 CVS Branc h Diagram

The diagram below providesa graphical depiction of the CVS releaseprocesssummarized
in Section 2.3 and discussedin Section 3.7. Releasesare indicated belov the depicted
\CVS trunk” and CVS branchesare recordedabove the depicted\trunk.” Brancheswith

hatch marks at the end indicate \dead" branches;the hatch marks approximate the time
the branch \died."
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Figure 15: CRASH CVS History
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6.4 Selected CVS Logs

The following selectedogsfrom CRASH's Concurrert VersionsSystem(CVS) repository

are included in order to provide historical cortext for the implemertation work done as
part of this senior project. Logs for two source les, the main driver for the Frontend

and the main driver for the Backend, are referenced. Both source les have existed for

the entirety of the CRASH project, from initial CVS chek-in to nal 3.0 release. The

CVS logs are included verbatim, without spelling corrections or censoringof any kind

(which should make them interesting reads, at the least). Readersmay notice references
to \CATCH" in early log ertries; this was the application's name beforeit was renamed
to \CRASH" for the 1.0release.

6.4.1 Frontend

The Frontend driver, crash-user-engine.cgi , is the studern-facing Perl script with
which all CRASH usersinteracted with the application. CRASH's implemertation re-
quired usersto make continuousHTTP POS3 and GET to this samedriver. The script
would determine the user'sinteractive state with the system,fetch and perform the ap-
propriate businesdogic, and output the resulting response,including any error messages.
Readersare pointed to the list of symbolic names,the datesof the eady commit message,
and the messagesssaiated with ead versionbelow.

Historically notable log ertries include the commerts for versions:1.1,1.5,1.7,1.19,1.21,
1.24,and 1.31.

Humorousor odd log ertries include the commerts for versions:1.22and 1.23.
[preed@underworld crash]$ cvs log frontend/crash-user-engine.cgi

RCsSfile:  /usr/local/cvs-repository/hacks/crash/frontend/crash-user-en gine.cgi, v

Working file:  crash-user-engine.cgi

head: 1.45

branch:

locks: strict

access list:

symbolic names:
CRASH-public_release-BRANCH1.45.0.2
CRASH-public_release-REPOSITORY_BASE45.2.1
CRASH-3_0-FINAL_RELEASE45
CRASHFE-3_0_RC1:45
crash2_RIP_BRANCHL.40.0.2
crash2-2 0: 1.40
crash2_FE-2_0: 1.40
crash2_FE-beta-3: 1.39
crash2_tolosatech_deploy_spr2002: 1.38
crash2_FE-beta-2: 1.38
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crash2 _FE-beta-1: 1.38
crash2_attemptl BRANCH21.30.0.2
crash2_20011210: 1.30
crash2FE_20011210:1.30
crash2-pre-w2002-attempt:  1.30
crash_FALL _2001: 1.27.4.1
crashNG_RIP_BRANCH.27.0.4
crashNG_BRANCH:27.0.2
crashNG-beta-4: 1.27
crashNG-beta-3: 1.27
crashNG-beta-2: 1.27
crashNG-beta-1: 1.27
crash-beta-5: 1.22
crash-beta-4: 1.17
crash-beta-3: 1.16
crash-beta-2: 1.9
crash-beta-1-fbased: 1.5.0.2
crash-beta-1: 1.5

keyword substitution: kv
total revisions: 48; selected revisions: 48
description:

revision 1.45

date: 2003/03/11 18:31:11; author: preed; state: Exp; lines: +2 -2
branches: 1.45.2;

--change a couple of things to prep for opening

revision 1.44

date: 2003/03/11 18:07:20; author: preed; state: Exp; lines: +6 -1
--add sometop-level handling for the new AsynchronousState Jump stuff
revision 1.43

date: 2003/03/10 06:48:03; author: preed; state: Exp; lines: +11-11
--all  the output handles print their ownstuff now

--first stab at 3.0-izing StateHandlers (new format, remove notifyfreq, etc.)
revision 1.42

date: 2003/03/10 02:00:36; author: preed; state: Exp; lines: +12 -14
--REMOVEhe BEGINblock

--add a use vars for %in (it's only used here, AFAIK); the vars are copied
by hand into CRASH::Session

revision 1.41

date: 2003/03/10 01:05:24; author: preed; state: Exp; lines: +16 -19
--use the new quoting style
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--comment out the BEGIN{} block; | don't think we need it anymore
--turn  somethings into constants

revision 1.40

date: 2002/12/03 05:16:13; author: preed; state: Exp; lines: +1 -1
--initial set of changes to get crash ported to boole's config

revision 1.39

date: 2002/03/10 11:43:29; author: preed; state: Exp; lines: +1 -1
--config changes for the deployment from copper to dev.tolosatech
revision 1.38

date: 2001/12/30 12:38:55; author: preed; state: Exp; lines: +3 -3
--CGl::Carp is only for debugging; don't output specifics to the user whenin
production

--change the directory for the @inc/use lib directive for the dir on copper
--uncomment the referer check for production run

revision 1.37

date: 2001/12/24 11:37:40; author: preed; state: Exp; lines: +3 -3
--correct the use lib directive (no relative PATHSI)

--The memberfunction in the output handle is now Session to reflect an
mutator and accessor all in one.

revision 1.36

date: 2001/12/22 09:17:49; author: preed; state: Exp; lines: +5 -6
--must exit after error conditions; the error handling function doesn't
do that anymore

--some cleanup of my stuff

revision 1.35

date: 2001/12/19 08:46:05; author: preed; state: Exp; lines: +3 -4
--get a cached DB connection

--make the returned connection local to the file (i.e. my, not use vars)
--$session->input  now expects a reference to the input hash, not the hash
revision 1.34

date: 2001/12/19 07:32:03; author: preed; state: Exp; lines: +2 -2
--change state calling to the new CRASH::State API

revision 1.33

date: 2001/12/18 09:08:08; author: preed; state: Exp; lines: +3 -5
--changes to reflect the new CRASH::APIs

revision 1.32
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date: 2001/12/15 14:32:02; author: preed; state: Exp; lines: +1 -2
--don't use diags; they're too sensitive

--don't check for HTTP_REFERE#bugging for now)

revision 1.31

date: 2001/12/15 03:36:44; author: preed; state: Exp; lines: +31 -30
--various changes to support new output, session, and user object APIs
revision 1.30

date: 2001/12/04 21:04:44; author: preed; state: Exp; lines: +4 -3
--general modifications to get CRASH®vorking on copper; I'm committing them
now so the code doesn't get lost, but the architecture's going to have to be
rethought here...

revision 1.29

date: 2001/08/27 16:37:33; author: preed; state: Exp; lines: +23-16
--bug fixes, mostly; variable scope problems and someinitialization things...
revision 1.28

date: 2001/08/23 06:43:18; author: preed; state: Exp; lines: +63 -215
--whole bunch of changes madeto support the new function callback method of
state management

revision 1.27

date: 2000/11/27 06:51:46; author: preed; state: Exp; lines: +2 -2
branches: 1.27.4;

Standardizing on conda... i.e. no more con-da's.

revision 1.26

date: 2000/11/27 06:39:47; author: preed; state: Exp; lines: +3 -12

a db optimization (untested) and a bugfix for conda states whencreating a
conda ticket.

revision 1.25

date: 2000/11/22 20:02:04; author: preed; state: Exp; lines: +3 -2
crashconf.pl can't have stuff my'd, because then others can't see it; however,
since it's part of a package, now, others must refer to the package correctly
revision 1.24

date: 2000/11/22 19:37:06; author: preed; state: Exp; lines: +13-7
Changesto makethe frontend do conditional drop/adds

revision 1.23

date: 2000/11/22 18:47:04; author: preed; state: Exp; lines: +3-0
unknownchange... we're just pointing people at the mainpage... can't have
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broken too much

revision 1.22

date: 2000/03/06 08:26:15; author: preed; state: Exp; lines: +8 -11
Fixed bugs in updating user/account information; it now "works"

revision 1.21

date: 2000/03/06 06:19:31; author: preed; state: Exp; lines: +8 -1
Adds the ability to update user account information

revision 1.20

date: 2000/03/01 12:53:51; author: preed; state: Exp; lines: +12 -1
Added somedocumentation in crash-look for stupid users, and madesure that
whenan account is canceled, all of the users' requests are canceled too
revision 1.19

date: 2000/03/01 12:08:37; author: preed; state: Exp; lines: +44 -106
A shitload of new features; we now have the detailed request thing working
(first  checkin), added somenew states, movedsomefunctions out of
crash-user-engine for readability, added an account cancellation screen, and
more.

untested

revision 1.18

date: 2000/03/01 10:31:43; author: preed; state: Exp; lines: +53-1
Added a new feature to handle resets, and madethe "read this" bigger on
crash-look.pl

revision 1.17

date: 2000/02/18 11:55:13; author: preed; state: Exp; lines: +4 -4
blank user digits are still 9 digits, so we must check for 9 0's! Also, now
we update the last accessed field...

revision 1.16

date: 2000/02/17 03:06:44; author: preed; state: Exp; lines: +4 -22
Fixed a bug with creating a request with all blank numbers, and canceling a
request in the middle.

revision 1.15

date: 2000/02/17 02:42:18; author: preed; state: Exp; lines: +0 -7
Took out a state for cancelation in the main (its not in review), and
cleaned up get state to output prettier messages...

revision 1.14
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date: 2000/02/17 02:28:23; author: preed; state: Exp; lines: +4 -4
Somecosmetic updates, fixed a bug with an sgl prepare statement, corrected
spelling of 'canceled'

revision 1.13

date: 2000/02/17 02:07:28; author: preed; state: Exp; lines: +2 -1
another stupid error with )'s, left over from all this madnessof brakcets
and such

revision 1.12

date: 2000/02/16 23:12:54; author: preed; state: Exp; lines: +1 -1
Stupid error with bracket; in repository since like 1.9

revision 1.11

date: 2000/02/16 22:42:47; author: preed; state: Exp; lines: +71-3
Fixes various small bugs, plus added the functionality to cancel requests.
revision 1.10

date: 2000/02/11 05:53:23; author: preed; state: Exp; lines: +22 -2
Disallows people that haven't signed up w/ their PINs and SINs from making
add requests.

revision 1.9

date: 2000/02/10 07:03:53; author: preed; state: Exp; lines: +15-7
These versions of crash-user-engine and crash-userlib  allow the user to login
and logout of their account, fully using the database system. Accounts can be
verified as well, but that's currently all.

revision 1.8

date: 2000/02/10 02:44:26; author: preed; state: Exp; lines: +1 -1
Fixed somequotation errors in crash-newacct.cgi, and now DBI->connect uses
generalized forms of login, with the strings stored in crashconf.pl

revision 1.7

date: 2000/02/09 12:32:05; author: preed; state: Exp; lines: +26 -23
Transferred the whole system over to using sql databaes instead of flatfiles;
this is version 1 of that initiative; this is untested.

revision 1.6

date: 2000/02/09 11:53:57; author: preed; state: Exp; lines: +1 -1
MadePrintPageFooter() a function (added ()'s)

revision 1.5

date: 1999/12/28 17:55:55; author: preed; state: Exp; lines: +17 -1
Added the ability to review requests; turned ONno back/forwards; this is the
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first live version (mail sent to lug, etc.)

revision 1.4

date: 1999/12/28 15:24:46; author: preed; state: Exp; lines: +18 -4
Somemild Ul modifications; class watching now works, and multiple class
addition has now been tested..

revision 1.3

date: 1999/12/27 23:49:21; author: preed; state: Exp; lines: +18 -12
This adds teh functionality for multiple classes per request (needed for
grouping requirements of lab/lectures); UNTESTE®& point of checkin
revision 1.2

date: 1999/12/26 20:05:59; author: preed; state: Exp; lines: +16 -6
Fixed the following:

-- Someresidual “"catch" configuration stuff fixed

-- There is now a logout method/page

-- Function to rewrite user data given a reference to a structure for one
-- Key validations now persist correctly;  account is opened after one
verification

revision 1.1

date: 1999/12/26 17:13:37; author: preed; state: Exp;

The first CVSversion of the crash frontend

revision 1.27.4.2

date: 2001/09/09 13:07:57; author: preed; state: Exp; lines: +1 -3
--combined 3 update statements into 1

--canceled accounts now retain the last four digits of the SID

revision 1.27.4.1

date: 2001/08/29 04:48:10; author: preed; state: Exp; lines: +1 -1
--the HTTP_REFEREReck should look at the value of the front end host
variable in crashconf, not assumeit on its own

revision 1.45.2.1

date: 2003/07/27 12:27:02; author: preed; state: Exp; lines: +20 -0
--added NDA"'mini"-license  boilerplate to all files

[preed@underworld crash]$
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6.4.2 Backend

The Backend driver (crash-serv.pl ) is the POWER-facing Perl script CRASH usedin
interactionswith Cal Poly's registration system. CRASH's implemertation had this script
‘red o®from a sener-sideUnix cron job. All log output wasdumpedto alog Te (see
Section 6.7); only critical errors were reported badk to administrators via cron output
(which is typically emailedto the user by cron after the job is completed). Readersare
pointed to the list of symbolic names,the dates of the eady commit messageand the
messagessseiated with eat versionbelow.

Historically notable log entries include the commerts for versions: 1.1, 1.2, 1.11, 1.13,
1.21,1.26,1.36,and 1.37.

Humorousor odd log ertries include the commerts for versions: 1.6, 1.18,and 1.19.

[preed@underworld crash]$ cvs log backend/crash-serv.pl

RCSfile:  /usr/local/cvs-repository/hacks/crash/backend/crash-serv.pl, %

Working file:  crash-serv.pl

head: 1.38

branch:

locks: strict

access list:

symbolic names:
CRASH-public_release-BRANCH1.38.0.2
CRASH-public_release-REPOSITORY_BASE38.2.1
CRASH-3 0-FINAL_RELEASE38
crash2_RIP_BRANCHL.35.0.2
crash2-2 0: 1.35
crash2_BE-2_0: 1.35
crash2_BE-beta-2: 1.35
crash2 BE-beta-1: 1.32
crash2_attemptl BRANCH21.28.0.2
crash2_20011210: 1.28
crash2BE_20011210:1.28
crashNG_RIP_BRANCH.27.0.2
crashNG_BRANCH:20.0.2
crashNG-beta-4: 1.27
crashNG-beta-3: 1.20
crash-servNG-fullparse: 1.17
crash-servNG-beta-1: 1.17
crash-serv-beta-4. 1.14
crash-serve-beta-3: 1.14
crash-serve-beta-2: 1.13
crash-serve-beta-1: 1.9
crash-beta-1-fbased: 1.6.0.2
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crash-beta-1: 1.6

keyword substitution: kv
total revisions: 41; selected revisions: 41
description:

revision 1.38

date: 2003/03/16 01:19:46; author: preed; state: Exp; lines: +8 -7
branches: 1.38.2;

--changes to crash-serv.pl so we can get to $run outside of the scope
(needed in CRASH::Server::Lib now)

--re-add a function to get user info from the current runtime

(in CRASH::Server::Lib)

revision 1.37

date: 2003/03/09 09:53:11; author: preed; state: Exp; lines: +20 -83
--convert crash-serv.pl to a more "runner"/driver-type file and moveall the
core stuff to BackendRun.pm

revision 1.36

date: 2003/03/07 14:30:02; author: preed; state: Exp; lines: +0 -1
--rip out the open class list stuff; we never used it, and we never will
revision 1.35

date: 2002/03/20 13:53:11; author: preed; state: Exp; lines: +2 -2
--modified the log output to be more consistant

revision 1.34

date: 2002/01/08 16:39:02; author: preed; state: Exp; lines: +1 -1
--fixed a couple of syntax errors

--fixed a recursive function call w/o a bottoming out case (a function name
collision, actually)

--made the error mesgreporting better in someinstances

revision 1.33

date: 2002/01/07 03:16:57; author: preed; state: Exp; lines: +13-5
--make the server shutdown on to too manynetwork problems

--the logic of an if was sorta messedup (not that it really mattered)
--restore  the state of an old run (via the initialization routines) if necessary
revision 1.32

date: 2002/01/03 18:35:27; author: preed; state: Exp; lines: +5 -5
--some variables need to be accessed from CRASH::Server::Lib, so use vars()
the offenders

--we were reporting to the newstate variable in the log, not the runstat
variable, which is what we want
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--clean up someof the log messagesfor a release

revision 1.31

date: 2002/01/03 13:37:35; author: preed; state: Exp; lines: +5-1
--output some more debugging info so the log looks like the old-style log
--this  requires handling the statinfo differently

revision 1.30

date: 2002/01/02 23:02:15; author: preed; state: Exp; lines: +6 -3
--max network timeouts is a variable, not a function (although, it probably
should be a func

--selectRegServer needs to be fully qualified

--we have to use crash requests

revision 1.29

date: 2002/01/02 20:36:05; author: preed; state: Exp; lines: +29 -50
--new CRASHBerver 2.0 driver (i.e main()); uses OOmethods

revision 1.28

date: 2001/12/10 17:39:51; author: preed; state: Exp; lines: +2 -1
--added code to support turning the checking of the open class list OFF
revision 1.27

date: 2001/04/03 02:11:43; author: preed; state: Exp; lines: +3 -3
branches: 1.27.2;

strict  problems with $needsSleep

revision 1.26

date: 2001/04/03 02:04:11; author: preed; state: Exp; lines: +2 -1
makessleeping a per-backend option... used because peso was being *really*
slow and doesn't need sleep whereas my machine does

revision 1.25

date: 2001/03/15 20:24:03; author: preed; state: Exp; lines: +1 -1
missing a (

revision 1.24

date: 2001/03/15 20:19:18; author: preed; state: Exp; lines: +2
Tinkered with the wait values

revision 1.23

date: 2001/03/15 20:18:20; author: preed; state: Exp; lines: +15-0
Added a pause in request serving

revision 1.22

2
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date: 2001/03/12 15:19:36; author: preed; state: Exp; lines: +2 -1
couple ofbackend errors that need correcting

revision 1.21

date: 2001/03/12 14:41:05; author: preed; state: Exp; lines: +7 -0
Modifications to allow multiple backends

revision 1.20

date: 2001/03/11 13:11:49; author: preed; state: Exp; lines: +3 -0
Make sure we initialize these variables

revision 1.19

date: 2000/12/19 11:57:07; author: preed; state: Exp; lines: +1 -1
changes madeon the road... committing so we can work on themon copper
revision 1.18

date: 2000/12/10 05:11:54; author: preed; state: Exp; lines: +18 -20
changes to makecrash more serviceable... NOTCOMPLETEhecked in because
| need to use access them on the laptop via the repository)

revision 1.17

date: 2000/11/22 18:05:13; author: preed; state: Exp; lines: +10 -8
somesmall changes for CRASHNg

revision 1.16

date: 2000/11/22 12:54:37; author: preed; state: Exp; lines: +7 -6
fixed ‘strict’ problems

revision 1.15

date: 2000/11/21 21:32:38; author: preed; state: Exp; lines: +25 -46
A few updates for CRASHNg

revision 1.14

date: 2000/03/14 00:07:50; author: preed; state: Exp; lines: +1 -1
Merged crash-serv-conf.pl and crashconf.pl into one file; they are nowthe
samething.

revision 1.13

date: 2000/03/10 09:03:51; author: preed; state: Exp; lines: +1 -1
Changedsomeflock() flags so that only one crash-serv process can run at
a time.

revision 1.12

date: 2000/03/09 19:45:24; author: preed; state: Exp; lines: +22 -13
landing of the quick-notification code...
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revision 1.11

date: 2000/03/03 20:50:51; author: preed; state: Exp; lines: +2 -2
Corrected a bug with unbalanced >'s in the SMTPstuff, plus added functionality
for definitions of POWERrrors, along with a bunch of definitions...
revision 1.10

date: 2000/02/23 14:42:15; author: preed; state: Exp; lines: +1 -1
Wenow set error states for invalid logins, and sort priorities correctly
revision 1.9

date: 2000/02/22 20:56:52; author: preed; state: Exp; lines: +5 -3
Fixes a few bugs; this is the current version we've been using

revision 1.8

date: 2000/02/18 11:58:19; author: preed; state: Exp; lines: +4 -2
Fixed somebugs in the log printing functions, as well as someserious POWER
login bugs.

revision 1.7

date: 2000/02/17 20:52:30; author: preed; state: Exp; lines: +22 -65
Current working version of all files; they will not update the status on the
front end so request states are kept.

revision 1.6

date: 2000/02/01 22:16:27; author: preed; state: Exp; lines: +2 -1
Changedlog handling to be a bit cleaner, and also the damnpower people
changed the way cookies are exchanged.

revision 1.5

date: 2000/01/07 01:42:18; author: preed; state: Exp; lines: +8 -8
Various bug fixes found in testing

revision 1.4

date: 2000/01/06 19:21:02; author: preed; state: Exp; lines: +62 -4
Current version, ready for debugging; nowincludes sending results to the
frontend

revision 1.3

date: 2000/01/05 20:56:34; author: preed; state: Exp; lines: +2 -3
Currently running version; ready for debugging.

Adding ability to do Immediate notifications, etc.

revision 1.2
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date: 2000/01/03 23:49:40; author: preed; state: Exp; lines: +22 -10
Removedhe requests file (it's currently sent over the network) and the
originial  version of the crashserver (which had nothing in it).

Addeda POWEHRbrary file, which contains all POWERIility  functions.

Currently working on crash-server files; almost ready for testing after a
round of debugging.

revision 1.1

date: 1999/12/26 17:13:24; author: preed; state: Exp;

The first CVSversion of the crash backend

revision 1.27.2.2

date: 2001/11/21 11:17:49; author: preed; state: Exp; lines: +1 -1
--$checkOCL needs to be in use vars to makesure we can get to it in other files
revision 1.27.2.1

date: 2001/09/26 15:43:28; author: preed; state: Exp; lines: +1 -0
--added an option to turn open class list-checking  off

revision 1.38.2.1

date: 2003/07/27 12:26:53; author: preed; state: Exp; lines: +20 -0
--added NDA'mini"-license  boilerplate to all files

[preed@underworld crash]$
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6.5 Notable CRASH Corresp ondence

The following historically notable emailsand memosbetweenvarious ertities in regards
to CRASH are orderedchronologically An explanation of ead's signi cance follows.

6.5.1 Ozcial Recognition

After speaking with Jane Leaphart, an OAR assaiate registrar, in a Registration and
Sdeduling meeting, | included a sectionto userson the importance of being responsible
CRASH usersaspart of the 2001 Spring Quarter wrap-up email:

Date: Thu, 5 Apr 2001 12:51:31 -0700
From: crash@sigkill.com

To: crash-users@sigkill.com

Subject: CRASHWVrapup: Spring 2001

3. CRASHKapacity

CRASHegistered its 1350th user this week. Additionally, CRASHhad a
running average of about 1000 requests per run.

That's a lot of users and requests... way more than we ever planned for.

You may have rememberedan email earlier this quarter discussing CRASH
capacity planning and the creation of distributed backends to increase
performance.

These backends were deployed a couple of weeks ago (two initially, and a
third was brought online to support the first week"rush" of CRASH
requests), and have solved someof the problems we were experiencing with
this increased load.

While CRASHan support the deployment of up to 250 separate, distributed
backends, POWERannot.

Another problem of note is CRASHs starting to get expensive; CRASHs
currently a free service, but the servers CRASHuns on and the bandwidth
CRASHIses IS NOTFREE."Back in the day,” the processing power and
bandwidth CRASHIsed was negligable...  with over 1000 users, it's not
anymore.

So, what does this meanfor you? ALL CRASHIsers need to be polite when
they're using CRASH.
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What do we mean, exactly? Being "polite" means:

a. Whenyou get into another class via someother means, CANCEIYOUR
REQUESTS.

b. MAKESUREyou don't have another class scheduled for a time whenyou're
trying to add another class; POWEPRDbviously) won't let you do this.

c. MAKESUREyou request labs with classes that require labs... and that
those labs don't have a time-conflict  with your other classes.

In other words, dont make CRASHand by implication, POWERJo useless
work, which you know will fail to ever execute.

This situation is very similar to the whole "California  power crisis"

issue: we all need to take notice and makesure we're using CRASHh a
constructive  way, because both CRASHand* POWERre finite resources, and
we cannot just continue deploying more backends whenwe've saturated the
ones we have now.

Thus, we all need to be responsible; and if we're not, we can ASSURKOU
that you won't like the next solution we have to put in place to curb
bandwidth/processor usage.

Tom Zuur, Cal Poly's Registrar, was forwarded this email and respondedto me and the
\CRASH team." This is the rst formal adkknowledgment of CRASH as well as marks
the beginning of a positive working relationship with the University administration. Its
signi canceis underscoredby the inclusion of Dave Ross,ITS's Director of Applications,
and Jerry Hanley, Vice-presidem for Tednology, in the distribution.

Date: Thu, 05 Apr 2001 14:27:17 -0700

From: ThomasZuur <tzuur@calpoly.edu>

To: crash@sigkill.com, jpreed@calpoly.edu

CC: David Ross <ddross@calpoly.edu>, Jerry Hanley <jhanley@calpoly.edu>
Subject: [Fwd: [Fwd: CRASHVrapup: Spring 2001]]

Paul R; CRASHAdmin-ers et al:
Re: CRASHUser Info

Just wanted to commend/ou on your info to your users; by being "polite
& considerate” users, everyone wins and available "seats" will be filled
in a timely manner. Also thx for your efforts to provide us with
accurate & timely data on CRASHransactions so we can fairly assess
student problems. Have a good Spring Quarter.

TZ
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TomZuur
Registrar/Director
Academic Records

Cal Poly State University
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6.5.2 OAR Considers Adoption

In the Winter months of 2003, OAR had proposedthe idea of cortinued operation, de-
velopmen, and managemeh of CRASH from their oxce. This decision, howewer, was
not to be madelightly and involved a number of administrative personnel,ncluding John
Pywtorak, OAR programmer,Jennifer Thoma, Administrativ e Analyst in OAR, and Tom
Zuur. The following is a reproduction of the original memoregarding the technical con-
siderationsfor OAR's possibleCRASH adoption strategy.

Memo

Date: Thursday, April 3rd, 2003

To: Tom Zuur, Registrar, Cal Poly

Cc: David Ross,Application Support, ITS
John Pywtorak, Programmer/Analyst, OAR
Tim Kearns, Departmernt Chair, Computer Science(Se-
nior project advisor)

From: J. Paul Reed

Subject: Tednical Considerationsfor OAR CRASH Adoption

The following outlines someinitial speci cations and details that will hopefully be useful
be usefulto Cal Poly's Oxce of AcademicRecords(OAR) in their ongoingconsideration
of oxcial adoption of the the Cal Poly Robot Assisted Scheduling Helper (CRASH).

Technical Intro duction

CRASH waswritten in the closingweeksof the Fall 1999quarter and originally deployed
for the rst week of the winter 2000 quarter. Sincethat time, CRASH has sened over
5,000Cal Poly studerts, millions of requests,thousandsof \CRASHed" classesand gone
through three major code revisionsin the three yearsit hasrun.

The overall architecture of CRASH 3.0 is a distributed client/server system. Studerts
make requeststo the CRASH frontend, and distributed badkendsobtain a subsetof the
active courserequeststo processthem via POWER. The badkends are distributed for
performance,security, and scalability reasons,although in the latest CRASH revision,
someof the performanceand scalability issueshave beenimproved to the point where
multiple badkendsare no longer necessary

CRASH's implemertation platform is Perl 5. This designdecisionwas madefor a number
of reasons: quick implemertation prototyping, low level operating system support (i.e.
direct accesgo fork() /exec() , etc.), large number of available modulesfor varioustasks
(e.g. databaseand SSL support), speed, cross-platform availability, and the fact that
CRASH would be doing somethingPerl is known to excelat: parsing large amourts of
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webpages. This decisionhas sened the project well. The 2.x and 3.x versionsuse as
marny of Perl's safely featuresas possible(\strict" mode, etc.) and the implemertation
hasbeensplit into a more logically consistent and cohesie set of modularized code.

The original POWER-parsing module has not changed much since the initial reverse
engineeringin 1999. Somefeaturesit doesnot currertly handle include:

2 Conditional drop/adds of classesthat require labs (dropping a lecture for a lec-
ture/lab combination). Originally, POWER had problemswith this speci ¢ case,so
CRASH didn't try to support it. The problemsin POWER have sincebeen xed,
however.

2 Support for dropping coursess not implemerted; this was by design,and there are
no foreseeablglansto implemert it.

2 Support for every conceiable error messagdnasnot beenexhaustively proven; error
messagdandlersare addedasthey are encourtered, but a comprehensie list would
allow correct handling to be implemerted.

Other important characteristicsof the current implemertation that should be considered
include:

2 CRASH currertly implemerts sessiorand authertication handling via its own mod-
ules instead of using standardized modules sud as CGI::* (CGl::cgi-lib is used,
howewer) or HTML::Mason.

2 CRASH currertly requiresMySQL as a database. Oracle support is possible but
MySQL is stable, robust enoughfor CRASH's needs,resourceexcient, and secure,
especially if it is run on the samemadine asthe frontend. Additionally, while most
of the raw SQL is standard ANSI SQL, there's some additional MySQL speci ¢
application-level code to addressMySQL's lack of transaction- and advancedjoin-

support.

Deliv erables

Were OAR to adopt CRASH, the following would be delivered to them as part of the
adoption.

2 CRASH frontend source{ Includesthe userinterface engine,HTML interface,and
managemen scripts for the CRASH database(tar.gz format)

2 CRASH badkendsource{ Includesthe distributed robots that handlethe processing
of CRASH requests(tar.gz format)

2 CRASH installation instructions (text format)
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2 CRASH maintenanceinstructions { Instructions on resetting CRASH eadt quarter,
etc. (text format)

Schedule

To allow for suxcient time for deployment and testing, the following schedule would is
suggestedor OAR's adoption of CRASH. This scheduleassumeghat OAR would do its
initial run of CRASH for the summer2003quarter as a testbed for further operations.

2 Preliminary adoption decision: Wednesdg, April 16th
2 Additional requiremerts discovery: Monday, April 21st- Friday, April 25th
2 |nitial sourcedelivery to OAR: Wednesdg, April 30th
2 All deliverablestransferredto OAR: Monday, May 5th

2 Initial deployment work { CRASH deweloperswill work with OAR to get the OAR
versionsetup: Tuesdg, May 6th - Friday, May 15th

2 Testing Phase{ OAR conducteddeploymen and feature testing

2 OAR deployment { OAR opensCRASH for summer2003access:Friday, May 16th

Requiremen ts

Hardw are Requiremen ts

CRASH isn't very resourceintensive. The CRASH frontend resourcerequiremerns are
determinedby the number of external users. A Pertium 111 with 512 megalytes of RAM
has serned the CRASH frontend without fail for three quarters. CRASH badkendshave
successfullypeenrun on madcineswith aslittle power a PIl11 450chip and 256 megalytes
of RAM.

In both casesCRASH's major performancebottlened is waiting on I/O dueto its com-
munication with POWER. Therefore, any machine with hardware speci cation meeting
minimally the above speci cations, along with "v e hundred megalytes of disk spacefor
the CRASH frontend and one free gigabyte of disk spacefor a single CRASH badend
should perform acceptably for up to 10,000usersand almost an in nite number of re-
quests(this is accomplishedby the fact that CRASH 3.0's architecture naturally limits
the number of interactions with POWER to, maximally, the number of coursesthat Cal
Poly o®erseat quarter, not the number of active requests).

It is important to note that running a badkend on the samemadhine as a frontend has
newer beentested. There is no theoretical reasonthat sud a setup would not work, but
CRASH hasnewer beenoperatedin suc a con guration. Additionally, OAR should plan
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to allocate two and up to three badkend madines. Thesemacdhines can be dual-purpose
madines, and in the caseof CRASH, have often beenmerely user workstations.

Software Requiremen ts
Both the frontend and badendsrequire:
2 A Unix-basedoperating system(e.g. Linux 2.4-baseddistribution, *BSD, Solaris,
etc.)
2 Perl, version5.6.1
2 Net::SSLeay, version1.14
2 Net::SMTP, version2.19

Additionally, the frontend requires:

2 MySQL, version3.23.35

2 Apache, version1.3.x| Preferablyincluding SSL capabilities for securecommnuni-
cation of sensitive data

2 DBI version1.31

2 DBD-mysql, version2.1020

Other Considerations

2 |n orderto assistOAR in adopting CRASH, the CRASH deweloperswill commit to
supporting CRASH until the end of 2003, providing support for any possibleOAR
adoption through the winter 2004registration rotations. Support would include bug
“xes, deweloper technical support, and architectural assistance.

2 April 16th should be a cuto®deadlinefor a nal versionof the deliverablespeci -
cation from OAR for the Summer2003registration rotations.

2 To assistOAR in their considerationof CRASH, sourcecode, designdiagramsand
documerts, and internal documertation for the currert running implemertation are
available upon request.
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6.5.3 OAR's Answer

Registrar Tom Zuur relayed the answer to the issueof whether the Oxce of Academic
Recordswould cortinue to support CRASH in an April, 2003memo, approximately four
months after it had beensuggestedoy OAR programmerJohn Pywtorak.

Figure 16: Registrar's memoon the outcomeof the CRASH adoption discussions
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6.54 CRASH's New Home?

During nals weekof the 2003Spring Quarter, Dr. Hugh Smith of Cal Poly's Computer
Sciencedepartmert formally expressecis suggestionthat the departmert's Asscciation
for Computing Machinery (ACM) chapter take over the maintenanceof the application,
with dewelopmenal support from studernts and logistical support from the Departmert.

Date: Tue, 10 Jun 2003 12:41:49 -0700
From: Hugh Smith <husmith@calpoly.edu>
To: Paul Reed<preed@sigkill.com>
Subject: Crash

Paul;

| amlooking into ACMaking over Crash. Tim Kearns is ok with it. Now
| have to find students who are interested in working with meon this.
Also, there will be a heavy load of political work that | will have to get
involved in to makesure everyone in the administration is happy.

| just wanted to check and makesure this was ok with you and to see
what you thought would be good next steps.

Hugh

Dr. Hugh Smith

Department of Computer Science

California  Polytechnic State University (Calpoly)
(805) 756-2801

http://www.csc.calpoly.edu/~husmith
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6.5.5 Next Generation of Developers

After discussionsvith meand Dr. Tim Kearns,the Computer ScienceDepartmert Chair-
man, Dr. Smith advertised the opportunity for studerts to get involved with CRASH on
a Cal Poly Linux User'sGroup mailing list. Two studerts initially responded.

Date: Tue, 10 Jun 2003 14:56:22 -0700
From: Hugh Smith <husmith@calpoly.edu>
To: chatter@cplug.org

Subject: [CPLUGChatter] Crash Support

Since Paul Reedis graduating, | amworking with the CSCACMclub to
take over support of Crash. In order to do this | need help from
students with good technical skills to get Crash up and running. We
could probably makeit a LUG/ACMupported system if that makessense.
| will leave that up to the LUGand ACMofficers.

Also, | would think there could be someindependent study credits worked
into the process for the students involved.

| have a server, firewall and network connection. Also, | will work the
political angle to makethe administration happy. Therest is up to
you, the students.

Please let meknowif your interested. This will require work this
summerand we need to start ASAPsince Paul will be leaving soon.

Hugh

Dr. Hugh Smith

Department of Computer Science

California  Polytechnic State University (Calpoly)
(805) 756-2801

http://www.csc.calpoly.edu/~husmith
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6.5.6 Wait-Listing in POWER

As discussedn Section4.3.1,adding wait-listing featuresto POWER shouldbe a top pri-
ority for OAR and ITS. The following is the referencedemail from ITS's Darren Kraker,
POWER's current maintainer, to ITS analyst/programmersLinda Sandyand Ryan Mat-
tesonabout the requiremens necessaryo implemert sud featuresdirectly into POWER
and CAPTURE.

Date: Thu, 01 May 2003 14:46:54 -0700

From: Darren Kraker <dkraker@calpoly.edu>
To: Isandy@calpoly.edu, rmatteso@calpoly.edu
CC:"J. Paul Reed" <jpreed@calpoly.edu>
Subject: Wait listing, hayward

| spoke with Matt Collins at Haywardand he gave mea brief overview of
how they have implemented wait listing.

They primarily use the SIS+ implementation of wait listing and have been
for sometime. They use this system with the voice and web components
of registration.

The basic premise is a course is designated as a wait listed course
within  SIS+. Oncethe course is fullL, POWER CAPTURMill prompt
students to allow them to add themselves to the wait list. The priority
in which they can add themselves to the wait list is the sameas which
they register with, i.e. if you can register you can add yourself to the
wait list. Oncea student is on the wait list POWER CAPTUREeats
this very similar to an enrollment. Courses show up in your schedule as
wait listed and you can drop from the wait list.

Onceone student is added to the wait list the course then becomes
closed and no one else can add the course even if an enrolled student
drops the course.

What comesnext has evolved over time. The first implementation was
very simple, wait lists were merely printed for instructors and they
could allow students to add based on this formalized list of students.
Unfortunately someprofessors would use their ownranking system and not
necessarily add students in the order in which they were wait listed.

Recently SCThelped write a batch update was written to automatically
take the list of students wait listed each evening and enroll them into
any vacant seats. Successful enrollments are then emailed to each
student letting them know they had been added to the course.

The POWERnplementation would take about 3 weeks but it would require
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an equal effort on the SIS side, brushing the cob websoff the wait list
code and trying to coordinate the SCTupdate etc.

Darren Kraker

Software Engineer

Application Management ITS
mailto:dkraker@-calpoly.edu
Office (805) 756-2696
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6.6 CRASH Statistics

The raw statistics usedin CRASH's statistical analysis(Section4.1.3) follow.

Figure 17: Raw CRASH statistics, with totals and averages
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6.7 CRASH Log File Samples

The following are annotated log samplesfrom one CRASH Badkend. They are included
hereto provide a cortext for the type of information CRASH collectedwhile interacting
with POWER and include examplesof the standard types of log ertries seenduring a
Badkend's normal activities. The sampleshave beenedited for brevity, increasinglyso as
this appendix cortinues.

6.7.1 1.x/2.x Log Sample

The log format for the 1.x and 2.x branches are similar. The one user- request-to-one
POWER-requestcorrelation in the 1.x and 2.x branchesis made painfully obvious by the
log format for those branches.

In this sample,the Badkend starts processing;a status of \0" indicates a closedcourse.

MonNov 25 18:22:01 2002: CRASHRun Started

MonNov 25 18:22:06 2002: Ticket 12: lovelace.its.calpoly.edu
MonNov 25 18:22:07 2002: Ticket 12: run status: O
MonNov 25 18:22:07 2002: Ticket 1: hopper.its.calpoly.edu
MonNov 25 18:22:07 2002: Ticket 1: run status: O
MonNov 25 18:22:07 2002: Ticket 2: lovelace.its.calpoly.edu
MonNov 25 18:22:08 2002: Ticket 2: run status: O

Here,we seean ertry for a conditional drop/add for PHYS121. CRASH incorrectly °agged
this asa successwhenin reality, POWER experiencedan SQL error. This type of verbose
logging was instrumental to assistingPOWER dewelopers (as discussedn Section4.2.1)
and xing CRASH bugs.

The processyou seehereis: looking up a studert's schedule after loggingin, conducting
the four-stage conditional add/drop, and listing the studernt's schedule again. As noted,
this particular requestfailed.

MonNov 25 18:23:11 2002: Ticket 96: hopper.its.calpoly.edu
MonNov 25 18:23:12 2002: Ticket 96: SERVICED!
MonNov 25 18:23:12 2002: Login

MonNov 25 18:23:13 2002: LookupSchedule:

<html>

<head>

<thead>Your current schedule is:</thead>
<th>Status</th><th>Course</th><th>Type</th><th>Units</th><t = h>Call# </th >
<th>Title</th><th>Instructor</th><th>Day/Time</th><th>Term Beg</th>
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<th>Term End</th><th>Bldg/Rm</th><th>Grade Type</th>

<tr>

<td class=status>Enrolled</td><td>MATH-0161-01</td><td>LEC</td>< td>4</td >
<td>13981</td><td>CALCULUEORLIFE SCIENCE%/td><td>White M</td><td>TR
<br>0610PM-0800PM</br></td><td>01/06/2003</td><td>03/14/200 3</td >
<td>038-0202</td><td>Normal</td>

</tr>

<tr>

<td class=status>Enrolled</td><td>BI0O-0152-03</td><td>LB1</td><t d>0</t d>
<td>10751</td><td>LOWERMIVISION LAB</td><td>Walters D</td><td>TR
<br>1210PM-0300PM</br></td><td>01/06/2003</td><td>03/14/200 3</td >
<td>053-0307</td><td>Non-graded</td>

</tr>

You are enrolled in <b>13</b> unit(s).<br>

</body>
</html>

The conditional drop/add processbegins:

Response: HTTP/1.1 200 OK
Headers:CONTENT-TYREtext/html;charset="iso-8859-1"
DATE= Tue, 26 Nov 2002 02:23:54 GMT
CONNECTIONCclose

EXPIRES= Thu, 01 Jan 1970 00:00:00 GMT
CACHE-CONTRHho-cache

PRAGMA No-cache

SERVER Netscape-Enterprise/3.6

MonNov 25 18:23:14 2002: ConditionalDropAddOne:
<html>
<head>

<b>Note:</b>&nbsp;&nbsp;Only one course at a time maybe selected for
conditional drop/add. <br><b><i>Select the course you wish to drop in the
Drop/Add column.</i></b><br>

</ul><br>

<form name=selectDropAdd method=get>
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<div align=center>

<table border = 1>

<thead>Conditional Drop/Add</thead>
<th>Course</th><th>Type</th><th>Units</th><th>Call#</th><th >Titl e</t h>
<th>Instructor</th><th>Day/Time</th><th>Term  Beg</th><th>Term End</th>
<th>Bldg/Rm</th><th>Drop/Add</th>

<tr>

<td>MATH-0161-01</td><td>LEC</td><td>4</td><td>13981</td>
<td>CALCULUBORLIFE SCIENCE$</td><td>White M</td><td>TR
<br>0610PM-0800PM</br></td><td>01/06/2003</td><td>03/14/200 3</td >
<td>038-0202</td><td class=center><input type=radio name=position value=0>
<ftd></tr>

<tr>

<td>BI0-0152-03</td><td>LB1</td><td>0</td><td>10751</td><td >LOWRE DIVISION LAB

</body>
</html>

Response: HTTP/1.1 200 OK
Headers:CONTENT-TYREtext/html;charset="is0-8859-1"
DATE= Tue, 26 Nov 2002 02:23:55 GMT
CONNECTIGNCclose

EXPIRES= Thu, 01 Jan 1970 00:00:00 GMT
CACHE-CONTRHho-cache

PRAGMA No-cache

SERVER Netscape-Enterprise/3.6

MonNov 25 18:23:14 2002: ConditionalDropAddTwo:
<html>
<head>

<b>Note:</b>&nbsp;&nbsp;<b><i>Please enter the call numberof the class
you wish to add in the Call Numbercolumn.</i></b><br>

</ul><br>

<form name=promptDropAddnethod=get>

<div align=center>

<table border = 1>

<thead>Conditional Drop/Add</thead>
<th>Course</th><th>Type</th><th>Units</th><th>Call#</th><th ~ >Titl e</t h>
<th>Instructor</th><th>Day/Time</th><th>Term  Beg</th><th>Term End</th>
<th>Bldg/Rm</th><th>Call Number</th>

<tr>

<td>PHYS-0121-51</td><td>LEC</td><td>4</td><td>14674</td>
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<td>COLLEGPHY SICS</td><td>SungarN</td><td>MWF<br>1010AM-1100AM</br></td>
<td>01/06/2003</td><td>03/14/2003</td><td>038-0123A</td><td >

<input type=text name=CallNunsize=5 value="" maxlength=5>

<input type=hidden name=position value=3></td>

</body>
</html>

Response: HTTP/1.1 200 OK
Headers:CONTENT-TYREtext/html;charset="is0-8859-1"
DATE= Tue, 26 Nov 2002 02:23:56 GMT
CONNECTIGNCclose

EXPIRES= Thu, 01 Jan 1970 00:00:00 GMT
CACHE-CONTRHho-cache

PRAGMA No-cache

SERVER Netscape-Enterprise/3.6

MonNov 25 18:23:16 2002: ConditionalDropAddThree:
<html>
<head>

<td class=status>Drop</td><td>PHY S</td><td>0121</td><td>51</td>< td >LEG/td>
<td>4</td><td>14674</td><td>COLLEGEPHY SICS</td><td>SungarN</td><td>--
</td><td>--</td><td>--</td><td>MWF</td><td>1010AM</td><td>1 100AM/td ><t r>
<td></td><td></td><td></td><td></td><td>LB1</td><td></td><t d></t d><td></td>
<td></td><td></td><td></td><td></td><td>MWF</td><td>1110AM< /t d>
<td>1200PM</td><tr>

<input type=hidden name=CallNunvalue=14670>

<td class=status>Add</td><td>PHYS</td><td>0121</td><td>01</td><t d>LEC4t d>
<td>4</td><input type=hidden name=Units value=""><td>14670</td>
<td>COLLEGPHY SICS</td><td>Walkupl</td><td>3</td><td>33</td><td>Open</td>
<td>MWF</td><td>1110AM</td><td>1200PM</td></tr>

</table>

<td class=text>Perform the conditional drop/add.</td>

Below, the conditional drop/add requestfails; note the Java SQL error returned directly
to the userby this request.

CRASH then logsthe userout, assumingthe requestsucceededvhenit in fact failed.
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Response: HTTP/1.1 200 OK
Headers:CONTENT-TYREtext/html;charset="iso-8859-1"
DATE= Tue, 26 Nov 2002 02:23:57 GMT
CONNECTIONCclose

SERVER Netscape-Enterprise/3.6

MonNov 25 18:23:16 2002: ConditionalDropAddFour:
<html>
<head>

<b>Note:</b>&nbsp;&nbsp;<b><i>The class you wish to add, PHYS0121 LEC, must
be added with one class from each of the following categories.</i></b>
</ul><br>

<div align=center>

<table border=1>

<div align=center>

<ul>

<table border=0>

<tr>

<td class=error>Error:</td>

<td class=message>java.sql.SQLException: ORA-00933:SQLcommanaot
properly ended <b>Location: &nbsp;&nbsp;</b>coreqcheck</td>

Response: HTTP/1.1 200 OK
Headers:CONTENT-TYREtext/html;charset="is0-8859-1"
DATE= Tue, 26 Nov 2002 02:23:58 GMT

SERVER Netscape-Enterprise/3.6

MonNov 25 18:23:17 2002: LookupSchedule:

<head><title>Document moved</title></head>

<body><h1>Documentoved</h1>

This document has moved<a href="
https://hopper.its.calpoly.edu/webreg/login?WhereTo=/webreg /I ookupschedule” >
here</a>.<p>

</body>

</html>

Response: HTTP/1.1 302 Moved Temporarily
Headers:CONTENT-TYREtext/html;charset="is0-8859-1"
DATE= Tue, 26 Nov 2002 02:23:58 GMT

LOCATION
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https://hopper.its.calpoly.edu/webreg/login?WhereTo=/webreg /I ookupschedule
CONNECTIGNCclose

CONTENT-LENGIR207

SERVER Netscape-Enterprise/3.6

MonNov 25 18:23:17 2002: Logout:
<html>

<head>

<link rel=stylesheet type=text/css href=/css/registration.css>
</head>

<body bgcolor=white>

<div align=center><br>

<h2>Youhave been logged out.</h2>
<b>Thankyou for using POWER.</b>
</div>

</body>

</html>

Response: HTTP/1.1 200 OK
Headers:CONTENT-TYREtext/html;charset="iso-8859-1"
DATE= Tue, 26 Nov 2002 02:23:59 GMT

REFRESH 15;url=https://hopper.its.calpoly.edu/webreg/welcome
SERVER Netscape-Enterprise/3.6

MonNov 25 18:23:17 2002: Ticket 96: run status: 1

Here,the Badkend run endsasit Ies the results of its processingwith the Frontend, and
shortly thereafter, starts the processanew.

MonNov 25 18:23:54 2002: Ticket 133: hopper.its.calpoly.edu
MonNov 25 18:23:55 2002: Ticket 133: run status: O
MonNov 25 18:23:55 2002: Requests filled; sending to server
MonNov 25 18:23:58 2002: CRASHRun Completed

MonNov 25 18:42:00 2002: CRASHRun Started

MonNov 25 18:42:06 2002: Ticket 12: lovelace.its.calpoly.edu
MonNov 25 18:42:06 2002: Ticket 12: run status: O
MonNov 25 18:42:06 2002: Ticket 1. hopper.its.calpoly.edu
MonNov 25 18:42:07 2002: Ticket 1: run status: O

The following is an edited transcript of a courseaddition requestwhich failed due to user
error; the studert tried to add themsehesto arestricted course(the \-12" in the request's
status value).
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Again, after \the student” logsin, their sdheduleis listed, the courseaddition is per-
formed, the resulting POWER pageis \scraped," and the studert's schedule is listed
again;thesepreliminary and nal schedulelistings weredonewith all requestsso CRASH
administrators could always verify the state of a studert's schedulewhen CRASH nished
modifying it. Finally, \the studernt" is loggedout.

Tue Nov 26 07:05:35 2002: Ticket 356: hopper.its.calpoly.edu
Tue Nov 26 07:05:35 2002: Ticket 356: SERVICED!

Tue Nov 26 07:05:36 2002: Login

Tue Nov 26 07:05:37 2002: LookupSchedule:

<html>

<head>

<thead>Your current schedule is:</thead>

<td class=status>Enrolled</td><td>MATH-0118-01</td><td>LEC</td>< td >4</td >
<td>13909</td><td>PRECALCULUS. GEBRA</td><td>STAFF</td>
<td>MTRF<br>0810AM-0900AM</br></td><td>01/06/2003</td><td>® 14/2003</td >
<td>038-0222</td><td>Normal</td>

You are enrolled in <b>4</b> unit(s).<br>

Response: HTTP/1.1 200 OK
Headers:CONTENT-TYREtext/html;charset="is0-8859-1"
DATE= Tue, 26 Nov 2002 15:06:20 GMT
CONNECTIGNCclose

EXPIRES= Thu, 01 Jan 1970 00:00:00 GMT
CACHE-CONTRHho-cache

PRAGMA No-cache

SERVER Netscape-Enterprise/3.6

Tue Nov 26 07:05:38 2002: AddClass:
<html>
<head>

<thead>Registration = Results</thead>

<td class=status>See error # 1</td><td>ENGL-0145-06</td><td>LEC</td>
<td>4</td><td>12635</td><td>REASONING/ARGUMENTATION/WRITHNG
<td>Dills S</td><td>MWRF<br>1110AM-1200PM</br></td><td>01/06/2003</td>
<td>03/14/2003</td><td>022-0311</td><td></td>
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<thead>Registration Errors</thead>
<th>Error #</th><th>Error</th><tr>
<td class=center>1</td><td>The section you requested is restricted.</td>

</body>
</html>

Response: HTTP/1.1 200 OK
Headers:CONTENT-TYREtext/html;charset="is0-8859-1"
DATE= Tue, 26 Nov 2002 15:06:20 GMT

SERVER Netscape-Enterprise/3.6

Tue Nov 26 07:05:38 2002: LookupSchedule:

<thead>Your current schedule is:</thead>

<td class=status>Enrolled</td><td>MATH-0118-01</td><td>LEC</td>
<td>4</td><td>13909</td><td>PRECALCULUSLGEBRA</td><td>STAFF</td>
<td>MTRF<br>0810AM-0900AM</br></td><td>01/06/2003</td><td>® 14/2003</td >
<td>038-0222</td><td>Normal</td>

</tr>

</table><br>

</div>

<div align=center>

You are enrolled in <b>4</b> unit(s).<br>

Response: HTTP/1.1 200 OK
Headers:CONTENT-TYREtext/html;charset="iso-8859-1"
DATE= Tue, 26 Nov 2002 15:06:21 GMT
CONNECTIGNCclose

EXPIRES= Thu, 01 Jan 1970 00:00:00 GMT
CACHE-CONTR®ho-cache

PRAGMA No-cache

SERVER Netscape-Enterprise/3.6

Tue Nov 26 07:05:39 2002: Logout:
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<h2>Youhave been logged out.</h2>
<b>Thankyou for using POWER.</b>

Tue Nov 26 07:05:39 2002: Ticket 356: run status: -16

Tue Nov 26 07:05:39 2002: Ticket 357: lovelace.its.calpoly.edu
Tue Nov 26 07:05:39 2002: Ticket 357: run status: O
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6.7.2 3.x Log Sample

While the logging framework was not modi ed for CRASH 3.x, the logslook noticeably
di®eren. Asdiscussedn Section4.1.1,CRASH 3.x changedthe focusfrom a userrequest-
certric paradigm of POWER interaction to a courserequest-cetric one. The format
clearly illustrates this paradigm shift.

Fri Mar 14 17:52:38 2003: CRASHRun Started

Fri Mar 14 17:52:45 2003: lovelace.its.calpoly.edu: CPEO0305-01 (id: 1)
Fri. Mar 14 17:52:46 2003: Setting req 190 run status: O

Fri Mar 14 17:52:46 2003: hopper.its.calpoly.edu: CPEO0336-01 (id: 2)
Fri Mar 14 17:52:47 2003: Setting req 1048 run status: O

Fri Mar 14 17:52:47 2003: Setting req 2 run status: O

Fri. Mar 14 17:52:47 2003:. Setting req 1090 run status: O

Fri Mar 14 17:52:47 2003: lovelace.its.calpoly.edu: CPE0336-02 (id: 3)
Fri Mar 14 17:52:48 2003:. Setting req 1052 run status: O

Fri Mar 14 17:52:48 2003: Setting req 3 run status: O

Fri Mar 14 17:52:48 2003: Setting req 12 run status: O

Fri Mar 14 17:52:48 2003: Setting req 23 run status: O

Fri Mar 14 17:52:48 2003: Setting req 39 run status: O

Fri Mar 14 17:52:48 2003: Setting req 294 run status: O

Fri Mar 14 17:52:48 2003: Setting req 1091 run status: O

Fri Mar 14 17:52:48 2003: Setting req 1508 run status: O

Fri Mar 14 17:52:48 2003: Setting req 1569 run status: O

Fri Mar 14 17:52:48 2003: hopper.its.calpoly.edu: PHYS0132-05 (id: 4)
Fri Mar 14 17:52:49 2003: Setting req 4 run status: O

Fri Mar 14 17:52:49 2003: Setting req 77 run status: O

Fri Mar 14 17:52:49 2003: Setting req 452 run status: O

Fri Mar 14 17:52:49 2003: Setting req 1439 run status: O

Fri Mar 14 17:52:49 2003:. Setting req 1803 run status: O

Fri Mar 14 17:52:49 2003: Setting req 1804 run status: O

Here, a courseis successfullyadded. Because3.x implemerts accurate, fair wait-listing,
the application walks the list of peoplewho want a speci ¢ course(ENGL253, here); the
secondrequest\in line" for the coursegets processedput the courseis now full; this is
reported to the user, but their requestremainsopen, and they are now at the front of the
\line"; statusesfor the other requestson the waiting list in line for the courseare set to
\closed."

Fri Mar 14 17:54:16 2003: hopper.its.calpoly.edu: ECON401-01 (id: 152)
Fri Mar 14 17:54:17 2003: Setting req 127 run status: O

Fri. Mar 14 17:54:17 2003: Setting req 255 run status: O

Fri Mar 14 17:54:17 2003:. Setting req 690 run status: O

Fri. Mar 14 17:54:17 2003: Setting req 1598 run status: O

Fri. Mar 14 17:54:17 2003: lovelace.its.calpoly.edu: ENGL0253-01 (id: 156)
Fri Mar 14 17:54:24 2003: Req. 223: SERVICED!
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Fri Mar 14 17:54:25 2003: Login

Fri. Mar 14 17:54:26 2003: LookupSchedule:
<html>

<head>

You are enrolled in <b>16</b> unit(s).<br>

</body>
</html>

Response: HTTP/1.1 200 OK
Headers:CONTENT-TYREtext/html;charset="iso-8859-1"
DATE= Sat, 15 Mar 2003 01:54:45 GMT
CONNECTIGNCclose

EXPIRES= Thu, 01 Jan 1970 00:00:00 GMT
CACHE-CONTRHho-cache

PRAGMA No-cache

SERVER Netscape-Enterprise/3.6

Fri Mar 14 17:54:27 2003: AddClass:
<html>
<head>

<td class=status>Enrolled</td><td>ENGL-0253-01</td><td>LEC</td>< td >4</td >
<td>12667</td><td>GRTBKSIIl: AGEOF REVOLUTION</td><td>Wootdx/td>
<td>MW<br>0210PM-0400PM</br></td><td>04/01/2003</td><td>0®6/20 03</td >
<td>010-0200</td><td class=center>

Response: HTTP/1.1 200 OK
Headers:CONTENT-TYREtext/html;charset="is0-8859-1"
DATE= Sat, 15 Mar 2003 01:54:46 GMT

SERVER Netscape-Enterprise/3.6

Fri Mar 14 17:54:28 2003: LookupSchedule:

You are enrolled in <b>20</b> unit(s).<br>
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Response: HTTP/1.1 200 OK
Headers:CONTENT-TYREtext/html;charset="is0-8859-1"
DATE= Sat, 15 Mar 2003 01:54:46 GMT
CONNECTIONCclose

EXPIRES= Thu, 01 Jan 1970 00:00:00 GMT
CACHE-CONTRHho-cache

PRAGMA No-cache

SERVER Netscape-Enterprise/3.6

Fri Mar 14 17:54:29 2003: Logout:

<h2>Youhave been logged out.</h2>
<b>Thankyou for using POWER.</b>

Response: HTTP/1.1 200 OK
Headers:CONTENT-TYREtext/html;charset="is0-8859-1"

DATE= Sat, 15 Mar 2003 01:54:47 GMT

REFRESH 15;url=https://lovelace.its.calpoly.edu/webreg/welcome
SERVER Netscape-Enterprise/3.6

Fri Mar 14 17:54:29 2003: Setting 223 run status: 1
Fri Mar 14 17:54:29 2003: Req. 321: SERVICED!

Fri Mar 14 17:54:30 2003: Login
Fri. Mar 14 17:54:31 2003: LookupSchedule:

You are enrolled in <b>12</b> unit(s).<br>

Fri Mar 14 17:54:32 2003: AddClass:

<td class=status>See error # 1</td><td>ENGL-0253-01</td><td>LEC</td>
<td>4</td><td>12667</td><td>GRT BKSIll: AGEOF REVOLUTION</td><td>WootdD
</td><td>MW<br>0210PM-0400PM</br></td><td>04/01/2003</td><t|>06/ 06/2 003</td >
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<td>010-0200</td><td></td>

<thead>Registration Errors</thead>
<td class=center>1</td><td>The section you requested is full.</td>

Response: HTTP/1.1 200 OK
Headers:CONTENT-TYREtext/html;charset="is0-8859-1"
DATE= Sat, 15 Mar 2003 01:54:52 GMT

SERVER Netscape-Enterprise/3.6

Fri. Mar 14 17:54:33 2003: LookupSchedule:
You are enrolled in <b>12</b> unit(s).<br>

Response: HTTP/1.1 200 OK
Headers:CONTENT-TYREtext/html;charset="iso-8859-1"
DATE= Sat, 15 Mar 2003 01:54:52 GMT
CONNECTIGNCclose

EXPIRES= Thu, 01 Jan 1970 00:00:00 GMT
CACHE-CONTROho-cache

PRAGMA No-cache

SERVER Netscape-Enterprise/3.6

Fri Mar 14 17:54:34 2003: Logout:

<h2>Youhave been logged out.</h2>
<b>Thankyou for using POWER.</b>

Fri Mar 14 17:54:34 2003:. Setting 321 run status: -12
Fri Mar 14 17:54:34 2003: Setting req 360 run status:
Fri. Mar 14 17:54:34 2003: Setting req 511 run status:
Fri. Mar 14 17:54:34 2003: Setting req 622 run status:
Fri. Mar 14 17:54:34 2003: Setting req 851 run status:
Fri Mar 14 17:54:34 2003: Setting req 1128 run status:
Fri Mar 14 17:54:34 2003: Setting req 1209 run status:

oNeoNolNoNelNe)
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Fri. Mar 14 17:54:34 2003: Setting req 1211 run status: O
Fri. Mar 14 17:54:34 2003:. Setting req 1261 run status: O
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